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abstract

The three access modifiers—public, protected, and private—control the accessibility of the members of a type in the Java programming language. Furthermore, the accessibility may be transmitted along the two structures—package structure and inheritance structure. It is difficult to identify the weaknesses of the access modifiers from the informal semantics stated in the language manual. We develop a formal framework for specifying the accessibility in Java programs based on attribute grammars. With the help of this framework, we found several situations in the language specification that are irregular or counter-intuitive or ambiguous. These situations may confuse the programmers and hence may create weaknesses in Java programs.
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1. Introduction
One of the most important features of object-oriented languages is encapsulation. Encapsulation prevents the users of a class from making use of implementation details of the class. As an object-oriented language, Java also provides encapsulation mechanisms to control the accessibility of the members of a type or a package. Java provides four different levels of accessibility of members with three access modifiers (public, protected, and private). A member declared with the public modifier means that any code could access this member. If a member is declared protected in class C, only the code within the same package that C belongs to and the descendant classes of C can access that member. A private member of class C is accessible only within the body of C. A member without any access modifiers has the default access (it is also called the friendly access). If a member of class C is declared as default access, the member can be accessed only by the code within the same package that class C belongs to. The accessibility is a static property, which is determined at compile time.

There are two hierarchical structures in a Java program. The first structure is called the package structure. A program consists of many packages. A package consists of many compilation units (that is, source files). A compilation unit may contain one or many types. A type denotes a class or an interface in this paper. In Java, a type may be declared within another type. There is no limit on the depth of type nesting.

The second structure is called the inheritance structure. Every class, except the Object class, has a superclass. A class may implement some interfaces. Furthermore, an interface can inherit more than one interface. The depths of inheritance hierarchy are unlimited.

The two hierarchical program structures and the access control mechanisms do not mix well. The types, fields, and methods that a class can access may come from its superclasses, outer types (see Section 2.1), and itself. The accessibility of a member is affected by the access modifier of the member and the package structure and the inheritance structure of the program in chorus. Moreover, the package structure and the inheritance structure of a program are not orthogonal. This causes a few funny confusions. We will discuss some examples of this problem.

The semantic of the accessibility of members is stated informally with examples in the Java language specification [1]. It is difficult to identify the weaknesses of the access modifiers from the informal description. In order to clarify the semantics of the access modifiers, we developed a formal specification in terms of attribute grammars. While developing the formal specification, we found some situations that are irregular or counter-intuitive in the original Java language specification.

Attribute grammars were proposed by Knuth [2] as a means of specifying semantics of a programming language [3, 4]. A number of researchers have devoted much effort to the research of attribute grammars. Most researches are dedicated to the evaluation strategies [5, 6] and storage management [7, 8] of the attribute evaluators. Some researches focus on extending the language of attribute grammar for specification [9-13]. Literatures [14-16] are available that demonstrate the actual use of attribute grammars in areas other than programming languages. Only a few researchers attempted to demonstrate how to use attribute grammar in specifying (part of) the semantics of a practical programming language [17, 18]. In this paper, we use attribute grammar to specify the semantics of the accessibility of the Java language.

Few programming languages are defined in attribute grammar because it is too complex to write a formal specification in attribute grammar for a practical programming language. It is neither easy to write a complete specification in attribute grammar nor easy to understand it. For reducing the complexity, it is more feasible to write a set of small formal specifications, one for each critical aspect of the programming language. The small specifications are much simpler than the complete one. Therefore, they are much easier to write and to understand. Moreover, because every small specification is based on a common context-free grammar, it is possible to integrate them together automatically [9-13]. This paper could be a demonstration of this approach. We develop a specification that focuses on the accessibility of members and types in Java. This paper is based on our previous work and makes significant extensions to it [19].

This paper is organized as follows: terminologies, attribute grammars, and the notations we used are introduced in Section 2. Section 3 will explain the grammar rules we defined. The applications of evaluated attributes for accessibility checking are introduced in Section 4. Some irregular and counter-intuitive cases are discussed in Section 5. The last section contains our conclusions and suggestions.

2. Basics

2.1. Terminologies

Throughout this paper, the Java Specification stands for the second version of the Java language specification [1]. The notation such as [§8.1] is used as a reference to section 8.1 in the Java Specification.

The terms we use in this paper are identical to the Java Specification. But some of the terms may confuse the readers with different background. Therefore, we use an example to explain some terms that might have different meanings to readers with different background. Consider the following example:

package pkg1.subpackage2;

public class A extends B implements C,D {

private int f;

public int m(int p1, boolean p2) { int x; … }

public class G { 


public class H { … }



public interface I { … }

}

}

In this paper, the term type represents a class or an interface. The types in the above example are classes A, B, G, and H and interfaces C, D, and I. Member type is a type enclosed directly in other type. The enclosing type is called outer type. A type is called a top-level type if it is not enclosed within another type. For instance, class A is a top-level type, which contains a member type G. Class G also contains two member types, i.e. class H and interface I. Both G and A are the outer types of H and I.

The members of a type could be fields, methods or member types. A field is a variable declared in the class body. In the above example, class A includes only one field (that is, f). The equivalents of method could be function and procedure. Class A contains one method, i.e. m. The method m contains two formal parameters (p1 and p2) and one local variable (x).

In the Java Specification, the terms “shadow”, “hide”, “override”, and “obscure”, each has a specific meaning. A local variable may be shadowed by the variable declared in the inner block. The field of a subclass may hide a field of the superclass. An instance method of the superclass may be overridden by the instance method of the subclass. Obscuring arises when a variable and a type (simple name) and a package have the same name. But in this paper, we use the term “hide” to represent the generic concept, which means that a member or a type becomes inaccessible because a new entity with the same name is declared. This wording will not affect the semantics of our specification. But it makes the rules clearer and makes this paper easier to understand.

2.2. Attribute grammar notations

We introduce attribute grammars and our notations in this section. An attribute grammar is a context-free grammar augmented by attributes and semantic rules. A context-free grammar is a 4-tuple (T, N, P, S), where T is the set of terminal symbols, N is the set of nonterminal symbols, S is a special nonterminal, called the start symbol, P is the set of productions of the form: X((, where X is a nonterminal and ( is a string of terminals and nonterminals. For each nonterminal X, there is at least one production whose left-hand side is X. We will assume that T(N=(.
Each symbol X of the context-free grammar is augmented by a set of attributes. Instances of attributes describe the properties of specific instances of symbols in a syntax tree. The set of attributes is divided into two disjoint subsets, called the inherited attributes and the synthesized attributes, respectively. We require that there are no inherited attributes associated with the start symbol, since the start symbol can inherit no information. A terminal has only a synthesized attribute, which represents the character string comprising the terminal symbol. An attribute a of a symbol X is denoted by X.a.

Each production has a set of attribution equations. These attribution equations define the synthesized attributes of the left-hand-side symbol and the inherited attributes of the right-hand-side symbols.

Our attribute grammar also contains semantic conditions and global data structures. Semantic conditions are boolean expressions made up of the attributes  (and constants). These semantic conditions enforce the semantic requirements of a programming language, such as the requirement that a variable must be declared before being used. These semantic conditions must evaluate to true in every legal syntax tree. The global data structures, such as the symbol table, store information that cannot be easily coded with attribute equations.

In our framework, most attributes are sets. The element of a set has the form [m:T], where m is the descriptor of a member (i.e. a field, a method, or a member type) of a type or the descriptor of a type and T is the type in which m is declared. When m is a top-level type, T is null.

A descriptor is a string containing necessary information that can be used to determine whether the member is hidden by another member. The conditions for fields, methods, and types to be hidden are different. Therefore, the descriptors of fields, methods, and types have different formats. The condition for a field to be hidden is that a new field with the same name is declared. Therefore, the descriptor of a field is the name of the field.

The condition for methods to be hidden is that the two methods have the same signature. The signature of a method consists of the name of the method and the number and types of the formal parameters. Note that the return type and the throws clause are not part of the signature of a method in Java. Although the return type and the throws clause are not parts of the signature of a method, they are necessary in the checks for hiding methods. Therefore, we define the descriptor of a method to be the concatenation of the method name, the parameter descriptor of the method, the return type descriptor, and the thrown types. The parameter descriptor is in a pair of parentheses. Each thrown type has a prefix character ‘&’ (the format of the thrown types is defined by us). The format of a parameter descriptor is defined in Section 4.3 of the Java virtual machine specification [20]. For example, suppose a method is declared as follows:

double m(int p, float q, boolean r, Thread s) throws IOException

The descriptor of the method m is “m(IFZLjava/lang/Thread;)D&java/lang/IOException”. The benefit of this format is that a signature comparison can be done with a string comparison on the descriptors that have been stripped out the parts of the return type and the throws clause.

Types use simple names (not fully qualified name) to determine whether they are hidden. The simple name of a type is the last identifier of its fully qualified name. Although only the last identifier is used, we define the descriptor of a type to be the fully qualified name of the type such that we can identify types clearly.

2.3. Operations of attribute grammar

Some operations are defined for the attribute grammar specification. The operations can be divided into three categories. Operations in the first category are used for computing the members of the outer types and the inherited members (including fields, methods, and member types) that are not hidden by the local declarations. The operations nonhiddenF, nonhiddenM, and nonhiddenT are used for fields, methods, and types, respectively.

Let X and Y be two sets of elements. Each element has the form [m:T] that is introduced in the previous subsection. The three operations are defined as follows.

nonhiddenF(X, Y) = { [m:T] | [m:T](X and [m:S] (Y, for any type S }

nonhiddenM(X, Y) = { [m:T] | [m:T] (X and [n:S] (Y, for any type S, the signature part of m and n are the same}

nonhiddenT(X, Y) = { [m:T] | [m:T](X and [n:S](Y, for any type S, the last identifier of m and n are the same}

The complement operations hiddenF, hiddenM, and hiddenT collect the inherited but hidden fields, methods, and types of a type, respectively.

hiddenF(X, Y) = { [m:T] | [m:T](X and [m:S](Y, for some type S }

hiddenM(X, Y) = { [m:T] | [m:T](X and [n:S](Y, for some type S, the signature part of m and n are the same. }

hiddenT(X, Y) = { [m:T] | [m:T](X and [n:S](Y, for some type S, the last identifier of m and n are the same }

We may verify that

hiddenF(X, Y) = X – nonhiddenF(X, Y)

hiddenM(X, Y) = X – nonhiddenM(X, Y)

hiddenT(X, Y) = X – nonhiddenT(X, Y)

There is only one operation in the second category, which is lookup. The operation lookup is used to collect the value of the desired attribute value of a type in the global symbol table.

lookup(typeName, attrName) = { the value of attrName of typeName in the global symbol table }

The operation lookup will find the designated type in the global symbol table and in the file system of the host. If the type is found, lookup will return the value of the desired attribute.

The operations in the third category serve to perform some semantic checks. For example, the operations noDuplicateF and sameReturnType are used to check the duplication of fields and the equality of the return types of two methods, respectively.

2.4. Limitations of our attribute grammar

Our framework is based on the syntax of the Java language and a few extensions. As is commonly known, the local declarations within a method have a higher priority than any members of a type and any types. The paper studies the accessibility of members and types but not local declarations within a method.

On the other hand, we add a few extensions to the original grammar in the Java Specification. The start symbol of our grammar is the nonterminal Program, which represents a Java program. A Java program consists of one or more packages. A package consists of one or more compilation units. We introduce a new nonterminal Package that represents a package.

Traditional attribute grammars are not associated with a global symbol table. Because type information is used throughout the syntax tree, we need to have the type information available at all nodes in the syntax tree. Instead of passing the type information around, we add a global symbol table to the attribute grammars in order to simplify our specification. The operation lookup showed in the previous subsection is defined to operate in the global symbol table.

Source file: A.java

package p.q;

public class A extends B implements G {


public class X {



. . .


}

}

Source file: G.java

package r.s;

public interface G {


 . . .

}

Figure 1. The source code of showing a derivation tree based on our specification. 

3. The attribute grammar for access modifiers


[image: image1.wmf]Program

Packages

Package

Packages

CUs

CU

CUs

Type

Types

Types

Class

Super

IClause

MTs

SuperI

IClause

MT

MTs

Class

Super

IClause

MTs

e

e

e

e

e

e

e

Package

Packages

CUs

CU

CUs

Types

e

Type

Types

Interface

e

IClause

MTs

e

e

(p.q)

(A)

(B)

(G)

(X)

(G)

(r.s)


Figure 2. A derivation tree based on our specification for the program in Figure 1.

In order to give an overview of our framework, Figure 2 shows a derivation tree for the program in Figure 1 based on our specification. The derivation tree shows all the grammar rules defined in our framework. The nonterminal Program, which is also the start symbol of our specification, represents a whole program. A program may contain one or more packages. The nonterminal Packages represents a set of packages. The nonterminal Package means one of the packages. The program in Figure 1 consists of two packages, i.e. the package p.q and the package r.s. The related productions are discussed in section 3.1.






Figure 3. An example to demonstrate the calculations of attributes. (Each block is in a compilation unit by itself.)

Each package may contain one or more compilation units. The nonterminal CUs means a set of compilation units. Each compilation unit is represented by the nonterminal CU. There are two compilation units—A.java and G.java—in Figure 1. The details are showed in section 3.2
A compilation unit may consist of one or more top-level types. The nonterminal Types represents a set of top-level types. Each top-level type is represented by the nonterminal Type. There are two top-level types in Figure 1, i.e. the class p.q.A (fully qualified name) and the interface r.s.G. We show the details in section 3.3.

A type could be an interface or a class. The nonterminal Interface and Class represent a class and an interface, respectively.  The production rules of Interface and Class are discussed in section 3.4 and 3.5.

A class can extend another class (the terminal Super) and implement a set of interfaces. An interface can extend a set of interfaces. The nonterminal IClause represents an interface clause. An interface clause specifies a set of the interfaces extended by an interface or implemented by a class. The interface clause is discussed in section 3.6. The terminal SuperI represents an inherited interface. 

The abbreviation MTs in Figure 2 means “member types”, which consists of all classes and interfaces defined with in a type. Note that, in Java, we may define classes and interfaces within a class or an interface. MT means one of the member types. There is only one member type in Figure 1, i.e. the class p.q.A.X. Member types are discussed in section 3.7.

In the following subsections, we use the example in Figure 3 to demonstrate how to calculate the value of the attributes in each production rule. Notice that each block is in a compilation unit by itself.

3.1. Programs and packages

Program(Packages

Packages(Package PackageTail

PackageTail(Package PackageTail

PackageTail((
Package(CUs

CUs.package = Package.name

CUs.packageTypes = Package.publicTypes ( Package.defaultTypes

Package.publicTypes = CUs.publicTypes

Package.defaultTypes = CUs.defaultTypes

Figure 4. The attribute rules for a program and packages.

A Java program may consist of one or more packages, like the first production rule in Figure 4 showed. In our specification, the nonterminal Program represents a whole Java program. The nonterminal Packages represents all the packages used in the program.. There are no attributes associated with the nonterminals Program and Packages. 

In Figure 4, the next three productions describe a list of packages that make up a program. There are no attributes associated with these productions. The order of packages does not affect the program.

The fifth production says that a package consists of one or more compilation units. The attribute CUs.package is the fully qualified name of the package it belongs to. Actually, the package to which the compilation unit belongs is defined in the compilation unit. If the first line of a compilation unit is a package declaration, that declaration specified the package to which the compilation unit belongs. Otherwise, the compilation unit belongs to an unnamed package. In our framework, the compilation units of a package are grouped logically. Intuitively, package names should be an inherited attribute of compilation units. For the package p in Figure 3, the values of the attributes Package.name and CUs.package are both "p".

Packages can be named or unnamed. If a compilation unit does not specify the package it belongs to, it will belong to the unnamed package (a.k.a. the default package). The number of default packages is not defined. The Java Specification suggests there is one default package. The way a Java platform supports unnamed package(s) will affect the accessibility between classes that belong to the unnamed package(s). If the Java platform support only one unnamed package (this is also the approach that all currently available compilers take), the types in different directories but belonging to the unnamed package can access all members (except private members) of each other. On the other hand, if the Java platform supports many unnamed packages, one for each directory, the unnamed packages are considered distinct packages. Because unnamed packages may affect the accessibility of protected and default-access members, we suggest that it should be defined clearly. The semantics of a programming language should not depend on its implementations [§7.2].

The inherited attribute packageTypes is the set of types that belong to the package. The synthesized attributes publicTypes and defaultTypes are the set of types that belong to the package and are declared with the public modifier and without modifiers, respectively. For the package p in Figure 3, the value of Package.publicTypes is {[p.A:null], [p.C:null]}. The value of Package.defaultTypes is {[p.B:null]}. Consequently, the value of CUs.packageTypes is {[p.A:null], [p.C:null], [p.B:null]}

3.2. Compilation units

The purpose of the first two productions in Figure 5 is to transmit the attributes, including package and packageTypes, down to every compilation unit. The synthesized attributes publicTypes and defaultTypes are the set of types that are declared in each compilation unit with the public modifier and without modifiers, respectively. For the package p in Figure 3, the value of CUs1.package is "p".  The value of CUs1.packageTypes is {[p.A:null], [p.C:null], [p.B:null]}. The value of CUs1.publicTypes is {[p.A:null], [p.C:null]}. The value of CUs1.defaultTypes is {[p.B:null]}.

The third production means that a compilation unit consists of many types. For referring to a named type by a simple name, a program should add an appropriate import declaration. Otherwise, the program has to use the fully qualified name to refer to a named type. There are two kinds of import declarations. A single-type-import declaration imports a single type into the compilation unit. A type-import-on-demand declaration imports all the public types of a specific package into the compilation unit. The effects of the import declarations are restricted within the compilation unit that contains these import declarations. They will not affect the other compilation units in the same package [§7.5].

The visible types in a compilation unit can be divided into four categories, represented by the attributes importedOnDemandTypes, otherPkgTypes, importedSingleTypes, and localTypes. The types in different categories must satisfy different conditions and have different priorities when hiding other types.

The attribute importedOnDemandTypes is the set of public types belonging to packages that are imported by all of the type-import-on-demand declarations (e.g. “import p.q.*;”) and automatically imported packages (e.g. java.lang.*). For the compilation unit A.java of package p in Figure 3, the value of importedOnDemandTypes is {[t.I:null], [t.J:null], [t.K:null], [t.C:null]}

CUs1(CU CUs2
CU.package = CUs1.package

CU.packageTypes = CUs1.packageTypes

CUs2.package = CUs1.package

CUs2.packageTypes = CUs1.packageTypes

CUs1.publicTypes = CU.publicTypes ( CUs2.publicTypes

CUs1.defaultTypes = CU.defaultTypes ( CUs2.defaultTypes

CUs((
CUs.publicTypes = (
CUs.defaultTypes = (
CU(Types

CU.importedOnDemandTypes = { public types of packages that are imported into CU by type-import-on-demand declarations }

CU.otherPkgTypes = CU.packageTypes – CU.publicTypes – CU.defaultTypes

CU.importedSingleTypes = { public types imported into CU by single-type-import declarations}

check no duplicate simple name for different types in CU.importedSingleTypes

CU.publicTypes = Types.publicTypes

CU.defaultTypes = Types.defaultTypes

CU.localTypes = CU.publicTypes ( CU.defaultTypes

CU.visibleInCuTypes = CU.importedSingleTypes ( CU.localTypes ( 



nonhiddenT( 




nonhiddenT(CU.importedOnDemandTypes, CU.otherPkgTypes) ( CU.ohterPkgType,




CU.importedSingleTypes ( CU.localTypes



)

Types.package = CU.package

Types.cuTypes = CU.visibleInCuTypes

Types.importedSingleTypes = CU.importedSingleTypes

Figure 5. The attribute rules for compilation units.

The attribute otherPkgTypes is the set of types declared in other compilation units of the same package. For the compilation unit A.java of package p in Figure 3, the value of otherPkgTypes is {[p.C:null]}. 

The attribute importedSingleTypes is the set of public types that are imported by all the single-type-import declarations. Each type imported by a single-type-import declaration must have a unique simple name. Therefore, we add a condition to check duplicate simple names in the set. For the compilation unit A.java of package p in Figure 3, the value of importedSingleTypes is {[p.q.C:null]}

The attributes publicTypes and defaultTypes are the set of types that are declared locally in this compilation unit with the public modifier and without modifier, respectively. The attribute localTypes is the union of the attributes publicTypes and defaultTypes. Since a type must be declared with the public modifier or without any modifier, localTypes actually includes all types declared in a compilation unit. For the compilation unit A.java of package p in Figure 3, the values of publicTypes and defaultTypes are {[p.A:null]} and {[p.B:null]}, respectively. 

The types imported by the single-type-import declarations (i.e. types in importedSingleTypes) cannot have the identical simple name. One semantic rule is employed for this check. Furthermore, the types in the set of four importedSingleTypes and localTypes cannot have identical simple names either. We can add this check in the productions for declaring classes and interfaces (see Section 3.4 and 3.5) such that the evaluation can stop immediately when duplicate simple names appear. Therefore, the attribute importedSingleTypes will be passed to the nonterminal Types for future checking.

In a compilation unit, the types in the above categories may happen to have the same simple name. In order to resolve name conflicts, Java assigns priorities to types.  If the types in a category have higher priority than the types in another category, we can say that the types in the former category can hide the types in the later category. The priorities among the four categories are as follows:

localTypes == importedSingleTypes > otherPkgTypes > importedOnDemandTypes

The types in localTypes and importedSingleTypes have the same priorities that are higher than that of the other two categories. It means that the types in the two sets cannot hide each other but they can hide the types in otherPkgTypes and importedOnDemandTypes. Furthermore, the types in otherPkgTypes can hide the types in importedOnDemandTypes.

The attribute visibleInCuTypes is the set of types that are visible in this compilation unit, which is calculated according the above priorities. For the compilation unit A.java of package p in Figure 3, the value of visibleInCuTypes is {[p.A:null], [p.B:null], [p.q.C:null], [t.I:null], [t.J:null], [t.K:null]}. The type p.C in otherPkgTypes and the type t.C in importedOnDemandTypes are hidden by the type p.q.C in importedSingleTypes.
The three attributes package, visibleInCuTypes, and importedSingleTypes are passed to the nonterminal Types.

Types1(Type Types2
Type.package = Types1.package

Type.cuTypes = Types1.cuTypes

Type.importedSingleTypes = Types1.importedSingleTypes

Types2.package = Types1.package

Types2.cuTypes = Types1.cuTypes

Types2.importedSingleTypes = Types1.importedSingleTypes

Types1.publicTypes = Type.name ( Types2.publicTypes if Type.modifier == public

Types1.defaultTypes = Type.name ( Types2.defaultTypes if Type.modifier == ""

Types((
Types.publicTypes == (
Types.defaultTypes == (
Type(Class

Class.package = Type.package

Class.cuTypes = Type.cuTypes

Class.importedSingleTypes = Type.importSingleType

Type.name = Class.name

Type.modifer = Class.modifier

Type(Interface

Interface.package = Type.package

Interface.cuTypes = Type.cuTypes

Interface.importedSingleTypes = Type.importSingleType

Type.name = Interface.name

Type.modifier = Interface.modifier.

Figure 6. The attribute rules for types.

3.3. Types

Because a compilation unit may contain many types, the first two productions in Figure 6 serve to derive a list of types. The purpose of the attribute equations in the two productions is to pass the attributes package, cuTypes and importedSingleTypes, into each type declared in the current compilation unit. The attributes publicTypes and defaultTypes are used to collect the local types that are declared in this compilation unit with the public modifier and without modifier, respectively.

A type is either a class or an interface in Java. The third and fourth productions are intended for the two possibilities. The attribute equations in these two productions transmit information down the syntax tree.

3.4. Interfaces

Interface( IClause MTs

Interface.modifier = { one of public, protected, private, or default }

check Interface.name ( Interface.importedSingleTypes == (
check Interface.name ( Interface.enclosingTypes == (
Figure 7. The attribute rules for interface.

Java uses interfaces to achieve the goal of multiple inheritances. The accessible members of an interface may be the members declared locally, the members inherited from superinterfaces, or the members of the outer types. Types can be declared in an interface as the member types of the interface. The production of the nonterminal Interface is showed in Figure 7. 

An interface can inherit more than one interface. The nonterminal IClause represents the interfaces that are inherited by the nonterminal Interface. As we will discuss in Section 3.6, the production for IClause is used to collect the exported members of the superinterfaces. The exported fields, methods and member types are stored in the attributes exportPublicF, exportAbstractM and exportPublicTypes of IClause, respectively. 

The nonterminal MTs is the set of member types that are declared in the interface. An interface is called the outer interface of its member types. A member type can access all the types and members that are accessible by the outer interface. Therefore, the members that the interface can access must be passed into its member types.

A top-level interface, which is not declared in another type, can be declared with the public modifier or without modifier. A member interface of a class can be declared with an arbitrary access modifier [§9.1.1].

An interface cannot have the same simple name as the types that are imported by a single-type-import declaration. The types imported by single-type-import declarations are stored in the attribute importedSingleTypes (see Figure 6). The second semantic rule in Figure 7 is intended for this check [§7.5].

Furthermore, an interface cannot have the simple name as any of its enclosing types either [§9.1]. The third semantic rule serves this check. The types that enclose the interface are accumulated in the attribute enclosingTypes (see Figure 16). For the interface t.K.L in Figure 3, the value of enclosingTypes is {[t.K:null]}.

The other attribute equations for the Interface production are divided into three categories, for fields, methods and member types, respectively. These attribute equations are discussed in the following three subsections.

3.4.1. Fields of interfaces

The semantics rules concerning the accessibility of fields of an interface are showed in Figure 8. The fields declared in an interface are always (implicitly) public, static, and final [§9.3]. All the fields declared locally in the interface are stored in the attribute publicF. Locally declared fields do not allow duplicate names. A check is used to enforce this rule. For the interface t.K.L in Figure 3, the value of publicF is {[x:t.K.L]}
Locally declared fields hide the fields of the superinterfaces with the same name. The fields of the superinterfaces that are not hidden by the local declarations are collected in the attribute inheritedF. For the interface t.K.L in Figure 3, the value of inheritedF is {[y:t.I]}.

Interface( IClause MTs

Interface.publicF = { all the public fields declared in this Interface }

check noDuplicateF(Interface.publicF)

Interface.inheritedF = nonhiddenF(IClause.exportF, Interface.publicF)

Interface.visibleOuterF = nonhiddenF(Interface.outerF, Interface.publicF)

Interface.visibleF = Interface.publicF ( Interface.inheritedF ( Interface.visibleOuterF 

MTs.outerF = Interface.visibleF

Interface.exportPublicF = Interface.publicF ( Interface.inheritedF

Figure 8. The attribute rules for the fields of an interface.

The fields of the outer types of the interface may be hidden by locally declared fields if they are declared with the same name. The fields of the outer type that are declared with distinct names are collected in the attribute visibleOuterF. For the interface t.K.L in Figure 3, the value of visibleOuterF is {[z:t.K]}.

There may be many fields in the attribute inheritedF that share the same name. An interface can inherit two or more fields with the same name without any error unless these fields are referred to. On the other hand, the fields with the same name may exist in both visibleOuterF and inheritedF. Errors occur only when a Java program actually refers to the duplicate fields. This check is performed when compiling the offering Java program. In order to avoid these errors, for the former situation, the Java program must use a qualified name or a casting type to indicate the desired fields. For the later situation, the Java compiler suggests adding a prefix “this” before the referenced fields. The Java program will use the inherited one if the programmer follows the suggestion [§9.3].

For example, if the interface t.K.L in Figure 3 did not declare the field x, t.K.L would inherit x from both the interfaces t.I and t.J. Both fields x in t.I and t.J would belong to the attribute inheritedF. Notice that they are declared with different types. The field x in t.K would also be accessible and would belong to the attribute visibleOuterF. Error would happen when the field x is referenced in t.K.L.

The accessible fields of the interface are the union of locally declared fields (publicF), inherited fields (inheritedF), and fields of outer types (visibleOuterF), which are stored in the attribute visibleF. These fields are also stored in the attribute MTs.outerF, which is passed to each member type. For the interface t.K.L in Figure 3, the values of both visibleF and MTs.outerF are {[x:t.K.L], [y:t.I], [z:t.K]}.

The attribute exportPublicF is the set of fields that are exported to the subtypes, which is the union of publicF and inheritedF. For the interface t.K.L in Figure 3, the values of exportPublicF is {[x:t.K.L], [y:t.I]}.

3.4.2. Methods of interfaces

The methods declared in an interface are always (implicitly) public and abstract [§9.4]. The semantic rules for processing the accessibility of methods of an interface are showed in Figure 9. Locally declared methods are stored in the attribute abstractM. Similar to fields, it is not allowed to have two or more method declarations in an interface that have identical signature. The operations noDuplicateM serves this purpose. For the interface t.K.L in Figure 3, the values of abstractM is {[m()I:t.K.L]}.

The attribute inheritedM is the set of methods that are inherited from the superinterfaces but are not hidden by locally declared methods. For the interface t.K.L in Figure 3, the values of inheritedM is {[n()I:t.I]}.

It is legal if there are duplicate methods in the attribute inheritedM. Errors occur only when a class tries to implement the duplicate methods. A Java compiler has to check the return type of these duplicate methods. If the return types are not the same, a compile-time error happens [§9.4.1]. 

For example, in Figure 3, the class p.A.D declares a method m that will implement the method m declared in the interfaces t.I and t.J. Because both methods m in t.I and t.J have the same return type, this implementation is legal.

According to the Java Specification, it is not necessary to check the compatibility of the throws clauses of these duplicate methods of the superinterfaces [§9.4.1]. This is different from the check for hidden methods, which is explained in the following paragraphs.

Interface( IClause MTs

Interface.abstractM = { all the methods declared in this Interface }

check noDuplicateM(Interface.abstractM)

Interface.inheritedM = nonhiddenM(IClause.exportPublicM, Interface.abstractM)

check sameReturnType(Interface.inheritedM, Interface.inheritedM)

Interface.visibleOuterM = nonhiddenM(Interface.outerM, Interface.abstractM)

Interface.visibleM = Interface.abstractM ( Interface.inheritedM ( Interface.visibleOuterM

MTs.outerM = Interface.visibleM

Interface.exportAbstractM = Interface.abstractM ( Interface.inheritedM

Interface.hiddenM = IClause.exportPublicM – Interface.inheritedM

check sameReturnType(Interface.hiddenM, Interface.abstractM)

check throwsClauseCompatible(Interface.hiddenM, Interface.abstractM)

Figure 9. The attribute rules for the methods of an interface.

The methods of the outer types are irrelevant to an interface. Because there are only method declarations in an interface, but no any method definitions, no code can use the methods of the outer types in the interface. Although these local methods are irrelevant to the member types, they will be hidden by the method declartions of the member types with the same signatures. Therefore they must be passed into the member types too. The methods of outer types that are not hidden by the locally declared methods are collected in the attribute visibleOuterM. For the interface t.K.L in Figure 3, the values of visibleOuterM is {[o()I:t.K]}.

The accessible methods of the interface are the union of the attributes abstractM, inheritedM, and visibleOuterM, which are stored in the attribute visibleM. These methods are also stored in the inherited attribute MTs.outerM, which is passed to each member type. For the interface t.K.L in Figure 3, the values of visibleOuterM is {[m()I:t.K.L], [n()I:t.I], [o()I:t.K]}.

The attribute exportAbstractM is the set of methods that will be exported to the subtypes of the interface. Note that a subtype of an interface could be a class or an interface. It consists of the attributes abstractM and inheritedM. For the interface t.K.L in Figure 3, the values of exportAbstractM is {[m()I:t.K.L], [n()I:t.I]}.

The return type of a method must be the same as the return type of the methods that are hidden by it. Moreover, a method declaration must have a throws clause that is compatible with that of any method that it hides. Two methods have compatible throws clauses if the method that hides the other method is not declared to throw more checked exceptions than the hidden method [§9.4.1]. An exception is checked if it does not inherit the java.lang.RuntimeException class or the java.lang.Error class. A checked exception can be checked at compile time [§8.4.4]. The methods of the superinterfaces that are hidden by the locally declared methods are stored in the attribute hiddenM. They are used for checking the return types and the throws clauses with the local methods. 

Interface( IClause MTs

Interface.memberTypes = MTs.publicTypes

Interface.inheritedTypes = nonhiddenT(IClause.exportTypes, Interface.memberTypes)

Interface.visibleOuterTypes = nonhiddenT(Interface.outerTypes, Interface.memberTypes)

Interface.visibleCuTypes = nonhiddenT(Interface.cuTypes, Interface.memberTypes ( Interface.inheritedTypes ( Interface.visibleOuterTypes)

Interface.visibleTypes = Interface.memberTypes ( Interface.inheritedTypes ( Interface.visibleOuterTypes ( Interface.visibleCuTypes

Interface.exportTypes = Interface.memberTypes ( Interface.inheritedTypes

MTs.outerTypes = Interface.memberTypes  ( Interface.inheritedTypes ( Interface.visibleOuterTypes

MTs.enclosingTypes = Interface.name ( Interface.enclosingTypes

MTs.cuTypes =Interface.cuTypes

MTs.importedSingleTypes = Interface.importedSingleTypes

Figure 10. The attribute rules for the accessible types of an interface.

3.4.3. Accessible types of interfaces

Figure 10 shows the semantic rules for calculating the accessible types of an interface. The accessible types of an interface can be classified into four categories, including locally declared member types, inherited member types of the superinterfaces, member types of the outer types, and the types that are accessible in the compilation unit that the interface belongs to, stored in the attributes memberTypes, inheritedTypes, visibleOuterTypes, and visibleCuTypes respectively. In our framework, according to the Java Specification, we define the priorities of hiding types as follows:

memberTypes > inheritedTypes == visibleOuterTypes > visibleCuTypes

The types in the attribute memberTypes hide the types in the other three attributes. The types in the attributes inheritedTypes and visibleOuterTypes have the same priority. They cannot hide each other. Ambiguity arises when a type is found in both inheritedTypes and visibleOuterTypes. The types in the attribute visibleCuTypes have the lowest priority.

The member types declared in an interface are always (implicitly) static and public [§9.5]. The locally declared member types are stored in the attribute memberTypes, which is equal to the attribute MTs.publicTypes. For the interface t.K.L in Figure 3, the values of both the attributes are {[t.K.L.E:t.K.L]}.

Locally declared member types in an interface hide the member types inherited from the superinterfaces with the same simple name. The member types of the superinterfaces that are not hidden by the local declarations are collected in the attribute inheritedTypes (in the second attribute equation in Figure 10). For the interface t.K.L in Figure 3, the values of inheritedTypes is {[t.I.F:t.I]}.

In an inteface, the member types of the outer types will be hidden by the locally declared and inherited member types if they are declared with the same simple name. The member types of the outer types that are declared with distinct simple names are collected in the attribute visibleOuterTypes. For the interface t.K.L in Figure 3, the values of visibleOuterTypes is {[t.K.G:t.K]}.

An interface can inherit many member types with the same simple name without any error (that is, there may be many member types having the same simple name in the attribute inheritedTypes) unless these member types are referred to. Similarly, member types with the same simple name may exist in both the attributes visibleOuterTypes and inheritedTypes. Errors happen when a Java program refers to the duplicate member types. This check is performed when compiling the Java program. In order to avoid these errors, for the former situation, the Java program must use the fully qualified names of member types to indicate the desired member types distinctly. For the later situation, the Java compiler informs the programmer that the inherited member type collides with the one of the outer type. The programmers should use the fully qualified name of the desired member type [§9.5].

The attribute visibleCuTypes is the set of types that are accessible in the compilation unit but are not hidden by the above member types. For the interface t.K.L in Figure 3, the value of visibleCuTypes is {[t.I:null], [t.J:null], [t.K:null], [t.C:null]}.

The union of the attributes memberTypes, inheritedTypes, visibleOuterTypes, and visibleCuTypes are all the accessible types, which are stored in the attribute visibleTypes. For the interface t.K.L in Figure 3, the value of visibleTypes is {[t.K.L.E:t.K.L], [t.I.F:t.I], [t.K.G:t.K], [t.I:null], [t.J:null], [t.K:null], [t.C:null]}.

The attribute exportTypes is the union of the attributes memberTypes and inheritedTypes. Its members are exported to the subtypes of this inhterface. For the interface t.K.L in Figure 3, the value of exportTypes is {[t.K.L.E:t.K.L], [t.I.F:t.I]}.

The locally declared member types of the interface and the member types of the outer types become the outer types of every member type of this interface. The attribute MTs.outerTypes is the union of the attributes memberTypes, inheritedTypes and visibleOuterTypes. For the interface t.K.L in Figure 3, the value of MTs.outerTypes is {[t.K.L.E:t.K.L], [t.I.F:t.I], [t.K.G:t.K]}.

The attribute MTs.enclosingTypes is the set of types, including this interface and all the types that enclose this interface. This attribute is used for checking the name conflicts of the member types with any enclosing types. For the interface t.K.L in Figure 3, the value of MTs.enclosingTypes is {[t.K:null], [t.K.L:t.K]}.

3.5. Classes

Class(Super IClause MTs

Super.name = the fully qualified name of the suerclass

Class.modifier = { one of public, protected, private, or default }

check Class.name ( Class.importedSingleTypes == (
check Class.name ( Class.enclosingTypes == (
Class.isAbstract = if Class is declared with abstract modifier, then the value is true, else false

Figure 11. The attribute rules for classes.

The semantic rules of classes are more complicated than that of the interfaces. There are four different access modifiers for members of classes while there is only one access modifier for members of interfaces (that is, public). However, the semantic rules for the accessibility of members of classes follow the same principle.

The members that can be accessed in a class may come from many sources. A class can inherit a single class and implement many interfaces. The inherited class and implemented interfaces are called its superclass and superinterfaces, respectively. A class inherits the members of the superclass and superinterfaces according to the access modifiers of the members. According to the Java Specification, private members are not inherited. Default-access members are not inherited if the class and its superclass are in different packages. A class can also reference the members of the outer types. In other words, the member types of a class can reference the members of the class. Figure 11 shows the production rules and a part of semantic rules for class declarations [§8.2].

Every class has a direct superclass except the Object class. The Object class is the default superclass if the class declaration does not specify a superclass [§8.1.3]. The terminal symbol Super in Figure 11 represents the superclass of a class. The name of the superclass is used as a parameter to the lookup operation to retrieve the desired attributes of the superclass in the global symbol table. 
The nonterminal IClause is the set of interfaces that are implemented by the class. The class inherits the fields and member types of the interfaces. A class has to implement all the abstract methods that are inherited from the interfaces unless the class is declared with the abstract modifier.

The nonterminal MTs is the set of member types that are declared in the class. The accessible members of the class are also accessible in the member types.

A top-level class, which is not declared in another type, can be declared with the public modifier or without modifier. A member class of a class can be declared with any of the four access modifiers [§8.1.1]. The attribute modifier in Figure 11 is the declared access modifier of the class. For the class p.A.D in Figure 3, the value of modifier is “public”.

The four access modifiers pertaining to members of classes are: public, protected, private, and no modifier (i.e. the default modifier). A public member is accessible in every place of the program. A protected member can be accessed in the type that declares it, the subtypes of the declaring type, and the types in the same package. A private member can only be accessed in the type that declares it. A member without any modifiers can be accessed in the type that declares it and the types in the same package. These access modifiers have the same effect on fields, methods, and member types [§6.6].

The first two checks in Figure 11 are employed to enforce the rules that the class name cannot conflict with the names of enclosing types and the types imported by the single-type-import declarations. If a class contains (inherits or locally declares) abstract methods, the class must be declared as abstract. The attribute isAbstract is a boolean value that is used to indicate whether the class is declared as abstract. If the class is declared as abstract then the value is true, otherwise, it is false. For the class p.A.D in Figure 3, the value of isAbstract is false [§7.5, §8.1].

Note that the hiding rules between fields, methods, types, and packages are different. Because the references to fields and methods occur in different contexts, they will not hide each other. There are not any problems when a field and a method have the same name. It is the same between a method and a type and a package. The hiding rules for the members of the same categories are discussed in the following three subsections.

3.5.1. Fields of classes

Class(Super IClause MTs

Class.publicF = { the set of public fields declared in this Class }

Class.protectedF = { the set of protected fields declared in this Class }

Class.defaultF = { the set of friendly fields declared in this Class }

Class.privateF = { the set of private fields declared in this Class }

check noDuplicateF(Class.publicF, Class.protectedF, Class.defaultF, Class.privateF) = true

Class.localF = Class.publicF ( Class.protectedF ( Class.defaultF ( Class.privateF

Class.inheritedPublicF = nonhiddenF(Super.exportPublicF ( IClause.exportF, Class.localF)

Class.inheritedProtectedF = nonhiddenF(Super.exportProtectedF, Class.localF)

Class.inheritedDefaultF = nonhiddenF(Super.exportDefaultF, Class.localF) & Class.package==Super.package

Class.inheritedF = Class.inheritedPublicF ( Class.inheritedProtectedF ( Class.inheritedDefaultF

Class.visibleOuterF = nonhiddenF(Class.outerF, Class.localF)

Class.visibleF = Class.localF ( Class.inheritedF ( Class.visibleOuterF 

Class.exportPublicF = Class.publicF ( Class.inheritedPublicF

Class.exportProtectedF = Class.protectedF ( Class.inheritedProtectedF

Class.exportDefaultF = Class.defaultF ( Class.inheritedDefaultF

MTs.outerF = Class.visibleF

Figure 12. The attribute rules for the fields of a class.

Figure 12 shows the semantic rules for the fields of a class. The fields declared in the class are classified into four categories, according to their access modifiers. The attributes publicF, protectedF, defaultF, and privateF are the sets of fields that are declared public, protected, default access, and private, respectively. Two fields may not have the same name, even if they have different types. The operation noDuplicateF serves this check. The attribute localF is the set of fields that are declared locally and is the union of the four categories. For the class p.A.D in Figure 3, the values of publicF, protectedF, defaultF, and privateF are {[x:p.A.D]}, {[a:p.A.D]}, {[b:p.A.D]}, and {[c:p.A.D]}, respectively. Consequently, the value of localF is {[x:p.A.D], [a:p.A.D], [b:p.A.D], [c:p.A.D]}.

The attribute inheritedPublicF is the set of public fields that are inherited from the superclasses and the superinterfaces but are not hidden by locally declared fields. A class also inherits the protected fields of a superclass. The protected fields of the superclass that are not hidden by local fields are stored in the attribute inheritedProtectedF. A class can access the defualt-access fields of the superclass only if the class and the superclass are in the same package. The attribute inheritedDefaultF is the set of default-access fields that are inherited from the superclass but are not hidden by local fields. For the class p.A.D in Figure 3, the value of inheritedPublicF is {[y:t.I]}. The value of inheritedProtectedF is {[d:p.q.C]}. The value of  inheritedDefaultF is (.

The attribute inheritedF is the union of the three attributes—inheritedPublic, inheritedProtectedF, and inheritedDefaultF, and represents the set of all the visible inherited fields. For the class p.A.D in Figure 3, the value of inheritedF is {[y:t.I], [d:p.q.C]}.

The fields of the outer types will be hidden by locally declared fields if they have the same name. The fields of the outer type that are declared with distinct names are collected in the attribute visibleOuterF. The attribute equations for the attributes visibleOuterF and visibleF in Figure 12 have the same meaning as they are in Figure 8. The attribute equations for calculating the fields that are exported to the subclass are also similar to that of interfaces. For the class p.A.D in Figure 3, the value of visibleOuterF is {[z:p.A]}.

The fields that share the same name may exist in both visibleOuterF and inheritedF. Errors occur when a Java program references the duplicate fields. The Java compiler suggests adding a prefix “this” before the referenced fields. The Java program will use the inherited one if the programmer follows the suggestion [§8.3].

For example, suppose the class p.A.D in Figure 3 did not declare the field x. The class p.A.D  would inherit x from the superclass p.q.C and from both interfaces t.I and t.J. The fields x in p.q.C, t.I and t.J would belong to the attribute inheritedF. Notice that they are declared with different types. The field x in p.A would also be accessible and would belong to the attribute visibleOuterF. Errors would happen when the field x in p.A.D is referenced.

The attributes exportPublicF, exportProtectedF, and exportDefaultF are the set of fields that are exported to the subclass and are declared with the respective access modifiers. For the class p.A.D in Figure 3, the values of exportPublicF, exportProtectedF, and exportDefaultF are {[x:p.A.D], [y:t.I]}, {[a:p.A.D], [d:p.q.C]}, and {[b:p.A.D]}.

The accessible fields of the class can also be accessed in the member types of a class. The attribute MTs.outerF is equal to visibleF. For the class p.A.D in Figure 3, the values of both MTs.outerF and visibleF are {[x:p.A.D], [a:p.A.D], [b:p.A.D], [c:p.A.D], [y:t.I], [d:p.q.C], [z:p.A]}.

3.5.2. Methods of classes

In Figure 13, the six attributes publicM, protectedM, defaultM, privateM, staticM, and abstractM are the sets of methods that are declared locally in the class with the respective access modifiers. There is no intersection between the sets of the first four attributes. But the elements of staticM and abstractM must also belong to one of the first four sets. For the class p.A.D in Figure 3, the values of the six attributes are {[m()I:p.A.D]}, {[g()I:p.A.D]}, {[h()I:p.A.D]}, {[i()I:p.A.D]}, (, and ( in order.

According to the Java Specification, two methods defined in the same class are not allowed to have the same signature [§8.4]. Furthermore, an abstract method cannot be a private method, and vice versa [§8.4.3.1]. Two checks in Figure 13 are employed to enforce these two rules.

The synthesized attribute localM is the set of methods defined in the class, which, by definition, is the union of the four attributes publicM, protectedM, defaultM, and privateM. For the class p.A.D in Figure 3, the value of localM is {[m()I:p.A.D], [g()I:p.A.D], [h()I:p.A.D], [i()I:p.A.D]}.

The three synthesized attributes inheritedPublicM, inheritedProtectedM, and inheritedDefaultM are the set of methods with the respective access modifiers that are inherited from the superclasses but are not hidden by the local methods. The union of the three attributes is all the inherited methods that are accessible in the class, which is stored in the attribute inheritedM. For the class p.A.D in Figure 3, the values of inheritedPublicM, inheritedProtectedM, and inheritedDefaultM are {[n()I:p.q.C]}, {[w()I:p.q.C]}, and (, respectively. The value of inheritedM is {[n()I:p.q.C], [w()I:p.q.C]}.

Other methods of the supertypes, which are hidden by the local methods, are stored in the attribute hiddenM. Because the private methods of a class are not inherited by the subclasses of that class, hiddenM does not include the private methods of the superclasses. For the class p.A.D in Figure 3, the value of hiddenM is {[m()I:p.q.C]}.

Whe a method X inherited from the superclass is hidden by a method Y defined locally in a class, X and Y must have identical return types and compatible throws clauses. Two checks are included for this purpose in Figure 13. Two inherited methods with the same signature (the name of a method is part of the signature of the method) that are not hidden by the local methods must have the same return type too.  An additional check is used for this purpose. It is noticeable that it is not necessary to check the compatibilities of the throws clause of the two inherited methods [§8.4.6.3].

Class(Super IClause MTs

Class.publicM = { the set of public methods declared in this Class }

Class.protectedM = { the set of protected methods declared in this Class }

Class.defaultM = { the set of friendly methods declared in this Class }

Class.privateM = { the set of private methods declared in this Class }

Class.staticM = { the set of static methods declared in this Class }

Class.abstractM  = { the set of abstract methods declared in this Class }

check noDuplicateM(Class.publicM, Class.protectedM, Class.defaultM, Class.privateM) = true

check Class.abtractM ( Class.privateM == (
Class.localM = Class.publicM ( Class.protectedM ( Class.defaultM ( Class.privateM

Class.inheritedPublicM = nonhiddenM(Super.exportPublicM ( IClause.exportAbstractM, Class.localM)

Class.inheritedProtectedM = nonhiddenM(Super.exportProtectedM, Class.localM)

Class.inheritedDefaultM = nonhiddenM(Super.exportDefaultM, Class.localM) & Class.package==Super.package

Class.hiddenM = hiddenM(Super.exportPublicM ( Super.exportProtectedM ( ( Super.exportDefaultM & Class.package==Super.package), Class.localM)

Class.inheritedM = Class.inheritedPublicM ( Class.inheritedProtectedM ( Class.inheritedDefaultM

check sameReturnType(Class.hiddenM, Class.localM)

check throwsClauseCompatible(Class.hiddenM, Class.localM)

check sameReturnType(Class.inheritedM, Class.inheritedM)


// overrided methods cannot have a smaller accessbility

check hiddenM(Super.exportPublicM, Class.privateM ( Class.protectedM ( Class.defaultM) == (
check hiddenM(Super.exportProtectedM, Class.privateM ( Class.defaultM) ==(
check hiddenM(Super.exportDefaultM, C.privateM) == (

// for static and instance methods

check hiddenM( (Class.inheritedM – Super.exportStaticM), Class.staticM) == (
check hiddenM(Super.exportStaticM, (Class.localM – Class.staticM) ) == (

// abstract methods

Class.inheritedAbstractM = Class.inheritedM ( (Super.exportAbstractM ( IClause.exportAbstractM)

Class.exportAbstractM = (Class.exportPublicM ( Class.exportProtectedM ( Class.exportDefaultM) ( (Class.abstractM ( Class.inheritedAbstractM)

check if Class.exportAbtractM != ( && Class.isAbstract == true

Class.inheritedStaticM = Class.inheritedM ( Super.exportStaticM

check sameReturnType(Super.exportAbstractM ( IClause.exportAbstractM, Class.inheritedM)

check throwsClauseCompatible(Super.exportAbstractM ( IClause.exportAbstractM, Class.inheritedM)

check sameReturnType(Class.inheritedAbstractM, Class.inheritedAbstractM)

check Class.inheritedAbstractM ( Class.inheritedStaticM == (
Class.visibleOuterM = nonhiddenM(Class.outerM, Class.localM)

Class.visibleM = Class.localM ( Class.inheritedM ( Class.visibleOuterM 

Class.exportPublicM = Class.publicM ( Class.inheritedPublicM

Class.exportProtectedM = Class.protectedM ( Class.inheritedProtectedM

Class.exportDefaultM = Class.defaultM ( Class.inheritedDefaultM

Class.exportStaticM = (Class.exportPublicM ( Class.exportProtectedM ( Class.exportDefaultM) ( (Class.staticM ( Class.inheritedStaticM)

MTs.outerM = Class.visibleM

Figure 13. The attribute rules for the methods of a class.

For example, if the class p.A.D in Figure 3 did not declare the method m, the value of inheritedPublicM would be {[m()I:p.q.C], [m()I:t.I], [m()I:t.J]}. The return types of any two elements in the set have to be checked must be the same.

According to the Java Specification, the access privileges of the hiding methods must be no weaker than that of the hidden methods. The public members have the greatest access privileges, followed by the protected members, then the default-access members, and private members have the least accessibility. Three checks in Figure 13 are employed to enforce this rule [§8.4.6.3].

There are two more restrictions for hiding methods. First, a static method cannot hide an instance method. Second, an instance method cannot hide a static method. Two checks are employed to enforce these two restrictions [§8.4.6.1, §8.4.6.2].

The synthesized attribute inheritedAbstractM is the set of abstract methods that are inherited from the superclass and the superinterfaces and are not implemented by the local methods and the inherited methods. The local abstract methods and the methods in the set inheritedAbstractM will be exported to the subclasses of the class, which are collected in the attribute exportAbstractM. A non-abstract class has to implement all the abstract methods that are inherited from the superclasses and the superinterfaces. If the attribute exportAbstractM is not an empty set, the class must be declared as abstract [§8.4.3.1]. One check serves to enforce this rule. For example, if the class p.A.D in Figure 3 did not declare the method g, the values of inheritedAbstractM and exportAbstractM would be {[g()I:p.q.A]}. Since the class p.A.D declares the method g, the values of inheritedAbstractM and exportAbstractM are ( actually.

The rules for the inherited abstract methods that are declared with the same signature are more complex. Suppose there are two inherited methods m1 and m2 that have the same signature. If both m1 and m2 are abstract methods, then the compiler has to check whether the return types of the two methods are the same (the throws clauses need not be compatible). If m1 is abstract but m2 is not, it can be treated as m2 implements m1. Then the compiler has to check the identity of the return types and the compatibility of the throws clauses of the two methods. If m1 is abstract and m2 is static, then a compile-time error occurs. The attribute inheritedStaticM is the set of visible inherited methods that are declared static. Four checks in Figure 13 are employed to enforce the above rules [§8.4.6.4].

For example, if the class p.A.D in Figure 3 did not declare the method m, the method m in the class p.q.C would be regarded as an implementation of the abstract method m in the interfaces t.I and t.J. A Java compiler has to check the return types and the throws clause of the two pairs—{[m()I:p.q.C], [m()I:t.I]} and {[m()I:p.q.C], [m()I:t.J]}. Furthermore, if the class p.q.C did not declare the method m, only the return types of the method m in the interface t.I and t.J have to be checked.

The synthesized attribute visibleOuterM is the set of methods that are declared in the outer types but are not hidden by the local methods. For the class p.A.D in Figure 3, the value of visibleOuterM is {[o()I:p.A]}.

All the accessible methods of the class are stored in the attribute visibleM, which is the union of the attributes localM, inheritedM, and visibleOuterM. The inherited attribute MTs.outerM is the set of methods that are accessible in the member types of the class, which is equal to the attribute visibleM. For the class p.A.D in Figure 3, the value of visibleM is {[m()I:p.A.D], [g()I:p.A.D], [h()I:p.A.D], [i()I:p.A.D], [n()I:p.q.C], [w()I:p.q.D], [o()I:p.A]}.

The three attributes exportPublicM, exportProtectedM, and exportDefaultM are the methods that will be exported to the subclasses of the class with the respective access modifiers. The attribute exportStaticM is the set of methods that are declared as static and belong to one of the three exported sets. For the class p.A.D in Figure 3, the values of exportPublicM, exportProtectedM, exportDefaultM and exportStaticM are {[m()I:p.A.D], [n()I:p.q.C]}, {[g()I:p.A.D], [w()I:p.q.C]}, {[i()I:p.A.D]}, and (, respectively.

3.5.3. Accessible types of classes

The accessible types of a class can be classified into four major categories: (1) the locally declared member types, (2) the inherited member types of the superclasses and the superinterfaces, (3) the member types of the outer types, and (4) the types that are accessible in the compilation unit. In Figure 14, the four synthesized attributes memberTypes, inheritedTypes, visibleOuterTypes, and visibleCuTypes represent the four major categories respectively. The types in each category can be further divided into subcategories by the declared access modifiers.

The four synthesized attributes publicTypes, protectedTypes, defaultTypes, and privateTypes are the member types declared in the class with the respective access modifiers. The union of the four attributes is the attribute memberTypes, which represents all the local member types. For the class p.A.D in Figure 3, the values of publicTypes, protectedTypes, defaultTypes, and privateTypes are {[p.A.D.E:p.A.D]}, {[p.A.D.X:p.A.D]}, {[p.A.D.Y:p.A.D]}, and {[p.A.D.Z:p.A.D]}, respectively.

The three synthesized attributes inheritedPublicTypes, inheritedProtectedTypes, and inheritedDefaultTypes are the set of member types with the respective access modifiers that are inherited from the superclass and the superinterfaces but are not hidden by local member types. The attribute inheritedTypes is the union of the above three sets. For the class p.A.D in Figure 3, the values of inheritedPublicTypes, inheritedProtectedTypes, and inheritedDefaultTypes are {[t.I.F:t.I], }, {[p.q.C.G:p.q.C]}, and (, respectively.

Class(Super IClause MTs

Class.publicTypes = MTs.publicTypes

Class.protectedTypes = MTs.protectedTypes

Class.defaultTypes = MTs.defaultTypes

Class.privateTypes = MTs.privateTypes

Class.memberTypes = Class.publicTypes ( Class.protectedTypes ( Class.defaultTypes ( Class.privateTypes

Class.inheritedPublicTypes = nonhiddenT(Super.exportPublicTypes ( IClause.exportTypes, Class.memberTypes)

Class.inheritedProtectedTypes = nonhiddenT(Super.exportProtectedTypes, Class.memberTypes)

Class.inheritedDefaultTypes = nonhiddenT(Super.exportDefaultTypes, Class.memberTypes) & Class.package==Super.package

Class.inheritedTypes = Class.inheritedPublicTypes ( Class.inheritedProtectedTypes ( Class.inheritedDefaultTypes

Class.visibleOuterTypes = nonhiddenT(Class.outerTypes, Class.memberTypes ( Class.inheritedTypes)

Class.visibleCuTypes = nonhiddenT(Class.cuTypes, Class.memberTypes ( Class.inheritedTypes ( Class.visibleOuterTypes)

Class.visibleTypes = Class.memberTypes ( Class.inheritedTypes ( Class.visibleOuterTypes ( Class.visibleCuTypes

Class.exportPublicTypes = Class.publicTypes ( Class.inheritedPublicTypes

Class.exportProtectedTypes = Class.protectedTypes ( Class.inheritedProtectedTypes

Class.exportDefaultTypes = Class.defaultTypes ( Class.inheritedDefaultTypes

MTs.outerTypes = Class.memberTypes ( Class.inheritedTypes ( Class.visibleOuterTypes

MTs.enclosingTypes = Class.name ( Class.enclosingTypes

MTs.cuTypes =Class.cuTypes

MTs.importedSingleTypes = Class.importedSingleTypes

Figure 14. The attribute rules for the accessible types of a class.

The hiding priorities of the major categories are identical to that for the interfaces (discussed in Section 3.4.3). The attribute visibleOuterTypes is the set of member types that are declared in the outer types but are not hidden by the local or inherited member types. For the class p.A.D in Figure 3, the value of visibleOuterTypes is {[p.A.H:p.A]}.

The attribute visibleCuTypes is the set of types that are not hidden by the types of the other three categories (memberTypes, inheritedTypes, and visibleOuterTypes ). For the class p.A.D in Figure 3, the value of visibleCuTypes is {[p.A:null], [p.B:null], [p.q.C:null], [t.I:null], [t.J:null], [t.K:null]}.

All the accessible types are collected in the attribute visibleTypes, which is the union of the types of the four major categories, i.e. the attributes memberTypes, inheritedTypes, visibleOuterTypes, and visibleCuTypes. For the class p.A.D in Figure 3, the value of visibleTypes is {[p.A.D.E:p.A.D], [p.A.D.X:p.A.D], [p.A.D.Y:p.A.D], [p.A.D.Z:p.A.D], [t.I.F:t.I], [p.q.C.G:p.q.C], [p.A.H:p.A], [p.A:null], [p.B:null], [p.q.C:null], [t.I:null], [t.J:null], [t.K:null]}.

The member types that will be exported to the subclasses are divided into three subcategories, according to their access modifiers. The attributes exportPublicTypes, exportProtectedTypes, and exportDefaultTypes are the set of these types with the respective access modifiers. For the class p.A.D in Figure 3, the values of exportPublicTypes, exportProtectedTypes, and exportDefaultTypes are {[p.A.D.E:p.A.D], [t.I.F:t.I]}, {[p.A.D.X:p.A.D], [p.q.C.G:p.q.C]}, and {[p.A.D.Y:p.A.D]}, respectively.

The local member types, the inherited types, and the accessible member types of the outer types are stored in the inherited attribute MTs.outerTypes and are passed into the member types of the class as the member types of the outer types. For the class p.A.D in Figure 3, the value of MTs.outerTypes is {[p.A.D.E:p.A.D], [p.A.D.X:p.A.D], [p.A.D.Y:p.A.D], [p.A.D.Z:p.A.D], [t.I.F:t.I], [p.q.C.G:p.q.C], [p.A.H:p.A]}.

A class is the directly enclosing type of its member types. All the enclosing types of the member types are stored in the inherited attribute MTs.enclosingTypes. For the class p.A.D in Figure 3, the value of MTs.enclosingTypes is {[p.A.D:p.A], [p.A:null]}.

The attributes cuTypes and importedSingleTypes have not been changed and are passed into the member types for future processing. For the class p.A.D in Figure 3, the values of cuTypes and importedSingleTypes are {[p.A:null], [p.B:null], [p.q.C:null], [t.I:null], [t.J:null], [t.K:null]} and {[p.q.C:null]}, respectively.

3.6. Interface clause

IClause1(SuperI IClause2
IClause1.exportPublicF = lookup(SuperI.name, exportPublicF) ( IClause2.exportPublicF

IClause1.exportAbstractM = lookup(SuperI.name, exportAbstractM) ( IClause2.exportAbstractM

IClause1.exportPublicTypes = lookup(SuperI.name, exportPublicTypes) ( IClause2.exportPublicTypes

IClause((
IClause.exportPublicF = (
IClause.exportAbstractM = { the declarations of public instance methods of the Object class }

IClause.exportPublicTypes = (
Figure 15. The attribute rules for interface clause.

An interface can extend a list of other interfaces, which are called the superinterfaces of the original interface. A class can implement a list of interfaces, which are called the superinterfaces of the class. An interface or a class inherits all of the static fields, abstract methods, and member types from the super-interfaces. The productions in Figure 15 are used to collect the members (including fields, methods, and member types) of superinterfaces. The nonterminal IClause means the “interface clause”. The terminal SuperI represents a superinterface. The lookup operation retrieves relevent attributes of the superinterface from the global symbol table.
Each IClause is associated with three attributes. Every field declared in an interface is always (implicitly) public, static, and final [§9.3]. The attribute exportPublicF is the set of public fields that are exported from the superinterfaces. The inherited fields may have the same name. It will not cause errors unless a Java program refers to the duplicate names (see the details in Section 3.4.1 and 3.5.1).

The methods declared in an interface are always (implicitly) public and abstract [§9.4]. The attribute exportAbstractM is the set of abstract methods that are exported from the superinterfaces. The inherited methods with duplicated signatures will not cause errors unless a Java program refers to the ambiguous name (see the details in Section 3.4.2 and 3.5.2).

The member types declared in an interface are always (implicitly) static and public [§9.5]. The attribute exportPublicTypes is the set of public member types that are exported from the superinterfaces. The member types inherited from different superinterfaces may have duplicate simple names. It does not cause any error unless a Java program refers to the duplicate simple names (see the details in Section 3.4.3 and 3.5.3).

When IClause derives the empty string, the attributes exportPublicF and exportPublicTypes are the empty sets. The attribute exportAbstractM is treated differently, however [§9.2]. According to the Java Specification, the Object class is the ultimate supertype of every type. If an interface has no direct superinterfaces, the interface implicitly declares a method with the same signature, return type, and throws clause corresponding to each public instance method in the Object class, unless a method with the same signature, the same return type, and a compatible throws clause is explicitly declared in the interface. Usually, an interface cannot inherit any classes, but the Object class is an exception.

On the other hand, it seems that the process for the attribute exportAbstractM of this production is redundant. Because every class inherits the Object class ultimately, the instance methods inherited from the Object class implement these abstract methods if the class implements such an interface. These implicitly declared abstract methods in an interface seem useless.

3.7. Member Types

In the Java language, a type can be declared in another type. The member type can refer to the members and the accessible types of the outer types. The production rules in this section are concerned with accessible types in member types.

The rules of MTs describe the definition of the member types. The rules of Types describe the definition of the top-level types. The difference between a top-level type and a member type is that a top-level type can be declared only with the public modifier or without modifier while a member type can be declared with any of the four access modifiers.

In Figure 16, the nonterminal MTs denotes a list of member types. The nonterminal MT represents a member type, which may be a class or an interface.

There are two purposes of the production rules and the semantic rules in this section. The first purpose is to collect the member types declared in the direct outer type. The four synthesized attribute publicTypes, protectedTypes, defaultTypes, and pirvateTypes are the set of member types that are declared in the same outer type with the respective access modifier.

MTs1(MT MTs2
MTs1.publicTypes = MT.name ( MTs2.publicTypes if MT.modifier == public

MTs1.protectedTypes = MT.name ( MTs2.protectedTypes if MT.modifier == protected

MTs1.defaultTypes = MT.name ( MTs2.defaultTypes if MT.modifier == ""

MTs1.privateTypes = MT.name ( MTs2.privateTypes if MT.modifier == private

MT.outerF = MTs1.outerF

MT.outerM = MTs1.outerM

MT.outerTypes = MTs1.outerTypes

MT.enclosingTypes = MTs1.enclosingTypes

MT.package = MTs1.package

MT.cuTypes = MTs1.cuTypes

MT.importedSingleTypes = MTs1.importedSingleTypes

MTs2.outerF = MTs1.outerF

MTs2.outerM = MTs1.outerM

MTs2.outerTypes = MTs1.outerTypes

MTs2.enclosingTypes = MTs1.enclosingTypes

MTs2.package = MTs1.package

MTs2.cuTypes = MTs1.cuTypes

MTs2.importedSingleTypes = MTs1.importedSingleTypes

MTs((
MTs.publicTypes = (
MTs.protectedTypes = (
MTs.defaultTypes = (
MTs.privateTypes = (
MT(Interface

Interface.outerF = MT.outerF

Interface.outerM = MT.outerM

Interface.outerTypes = MT.outerTypes

Interface.enclosingTypes = MT.enclosingTypes

Interface.package = MT.package

Interface.cuTypes = MT.cuTypes

Interface.importedSingleTypes = MT.importedSingleTypes

MT.name = Interface.name

MT.modifier = Interface.modifier

MT(Class

Class.outerF = MT.outerF

Class.outerM = MT.outerM

Class.outerTypes = MT.outerTypes

Class.enclosingTypes = MT.enclosingTypes

Class.package = MT.package

Class.cuTypes = MT.cuTypes

Class.importedSingleTypes = MT.importedSingleTypes

MT.name = Class.name

MT.modifier = Class.modifier

Figure 16. The attribute rules for member types.

The second purpose is to pass the necessary information of the outer type into member types, including the fields of the outer types (outerF), the methods of the outer types (outerM), the member types of the outer types (outerTypes), all the types that enclose the member type (enclosingTypes), accessible types in the compilation unit (cuTypes), and the types imported by the single-type-import declarations (importedSingleTypes).

4. Checking references with attributes

A Java compiler may use the attributes discussed in the previous section to determine whether a reference is legal according to the accessibility rules of Java.

For simplicity, we use the name of a type to represent the corresponding nonterminal of the type in this section. For example, A.visibleTypes denotes the visibleTypes attribute of the type A.

4.1. Type references

A type may be referenced to in the declarations of types, fields, methods, the instanceof expressions, type casting, and the new expressions. The following example shows all possible uses of types in a Java program.

package p;

class A extend B implements C {


D.E a;


// member type, E is an member type of type D


Q.F m(Q.R.G b) { 
// full qualified name with package name



G c = new H(); 
// H is a subclass of G



c = (H)q();

// type casting



if (c instanceof H) { … }


}

}

A first-level type is the first identifier that represents a type in a type name (fully qualified or simple) from left to right. In other words, it would be the first identifier after stripping off the package names from the fully qualified name. For the first-level types used in class A, we may check the accessibility with the visibleTypes attribute of class A. For instance, the types B, C, D, and G are the first-level in the above example. The above references are legal if and only if B, C, D, G, and H belong to the set A.visibleClass.

When a Java program refers to a member type, for instance, the member type E of the type D in the above example, the compiler checks whether the type D belongs to A.visibleClass. If it is true, the reference is legal when one of the following conditions is true: (1) E(D.exportPublicTypes; (2) E(D.exportProtectedTypes if class A inherits class D; (3) E(D.exportProtectedTypes or E(D.exportDefaultTypes if class A and class D belong to the same package p.

In Java, programmers can use a simple name to refer to a type that belongs to another package that is imported with an import declaration. Using the fully qualified name to refer to a type in other packages is necessary only when the compilation unit lacks the appropriate import declarations.

All the packages are located in a global name space. Consider the above example. The declaration of the method m refers to type F of package Q and type G of package Q.R, where R is a subpackage of Q.  The method declaration is legal if F(Q.publicTypes and G(Q.R.publicTypes. If class A is in package Q, we may check that F(Q.defaultTypes. If class A is in package Q.R, we may check that G(Q.R.defaultTypes.. It is noticeable that there are no relations between packages and their subpackages.

Ambiguities arise when a referenced simple name represents two or more accessible types. There are two situations that may cause ambiguities when referring to types. First, the types imported by the type-import-on-demand declarations may have the same simple name. A simple name may refer to two or more types in different packages. Second, the member types inherited from supertypes and declared in outer types may have the same simple names. A simple name may refer to two or more types in supertypes and outer types. In order to avoid these errors, programmers should use fully qualified name to refer to the desired types.

4.2. Fields and methods references

The validation of field references and method references is similar to the validation of type references except that we use different attributes. We only show how to check the accessibility of fields in this section.

The invocations of hidden static methods and hidden instance methods are different. A hidden (overridden, in Java terms) instance method can be accessed by the keyword super. In addition to the keyword super, a hidden static method also can be accessed by the qualified name or by a method invocation expression that contains a cast to the superclass. Furthermore, the actually invoked instance methods are determined dynamically at run time while the invoked static methods are determined statically at compile time.

There are four ways to access a field of a class: First, the field can be accessed without any qualification. Second, the field can be accessed with a prefix that is the name of an object or a type. Third, the field can be accessed with the prefix “this”. Finally, the field can be accessed with the prefix “super”. The following code segment shows the four kinds of references.

class X extends Y {


int p(int a) {



… name …


… d.name …


… this.name …


… super.name …

}

}

Each element in the attributes has the form [m:A] that is introduced in section 2.2. For the first kind of reference, the following condition must be satisfied:

[name:A](X.visibleF, for some type A, or name is a formal parameter or a local variable of method p.

For the second kind of reference, the following condition must be satisfied:

Let Z be the declared or casting type of object d (if d is a type, let Z be d).

[name:A](X.visibleF, for some class A, if Z = X
[name:A](Z.exportPublicF ( Z.exportProtectedF ( {[f:C] | [f:C](Z.exportDefaultF and C.package == X.package } for some class A, if X is a subtype of Z
[name:A](Z.exportPublicF ( {[f:C] | [f:C](Z.exportProtectedF ( Z.exportDefaultF and C.package == X.package } for some class A, if X is not a subtype of Z
For the third kind of reference, the actual type of this must be class X or a subclass of X. Because the actual type of this is not known at compile time, it is safe to assume that this is an instance of class X. The following condition must be satisfied:

[name:A](X.visibleF, for some type A.

The hidden members of the supertypes can be accessed through the super pseudo variable. For the fourth kind of reference, the type of super is class Y. The following condition must be satisfied:

[name:A](Z.exportPublicF ( Z.exportProtectedF ( {[f:C] | [f:C](Z.exportDefaultF and C.package == X.package } for some class A.

5. Irregularities and ambiguous cases in Java

Because the accessibility of an inherited member is affected by both the package structure and the inheritance structure, there are situations that are counter-intuitive or ambiguous. For instance, consider the following example.

package pkg1;

public class A {


int alpha=1;

}

//-----------------------------------------------

package pkg2;

public class B extends pkg1.A {


int getAlpha() { return alpha; }
// error

}

//-----------------------------------------------

package pkg1;

public class C extends pkg2.B {

// correct or error, depend on compiler


int getAlpha() { return alpha; } 

}

The three classes are defined in three different compilation units (that is, source files). Both classes A and C belong to package pkg1. Class B is defined in package pkg2. Furthormore, class C inherits class B and class B inherits class A.

According to the Java Specification, a member declared without modifiers can be accessed within the package in which the type is declared. The field alpha is declared without any modifier in class A. Class A and class B are defined in different packages. Therefore, class B cannot access the field alpha of class A. The definition of method getAlpha in class B is in error obviously.

But the validity of the method getAlpha of class C needs further investigation. According the inheritance structure of the program, the field alpha is inaccessible from class C. However, because classes C and A are in the same package pkg1, the field alpha is accessible according the package structure of the program. We test the program with several available Java Development Kits (JDK), including Sun JDK 1.0.2, 1.1.8, 1.2.2_001, 1.3.0, IBM VisualAge for Java 3.5.3 (JDK 1.2.2), IBM JDK 1.2.2. The results show that some JDKs (Sun JDK 1.0.2, 1.1.8 and IBM VisualAge for Java 3.5.3) allow class C to access the field alpha, but the others don’t. Our framework follows the latter approach.

In our framework, the accessible default-access fields are computed by the following attribute equations (extracted from Figure 12).

Class.defaultF = { the set of friendly fields declared in this Class }

Class.inheritedDefaultF = nonhiddenF(Super.exportDefaultF, Class.localF) & Class.package==Super.package

Class.exportDefaultF = Class.defaultF ( Class.inheritedDefaultF

Apply these equations to the above example. We can see that the value of exportDefaultF of class A is {[alpha:A]}. Class B does not inherit alpha from A because they are not in the same package. B has no local declarations either. Therefore, the value of exportDefaultF of class B is (. Consequently, the value of inheritedDefaultF of class C is ( too. The field alpha is inaccessible in class C by our framework.

Two related problems also originate from the mixture of package structures and inheritance structures. Consider the following example.

package pkg1;

public abstract class A {


abstract int m1();

}

//-----------------------------------

package pkg2;

public class B extends pkg1.A {


int m1() 

{ return 3; }

}

Like the previous example, class A and class B belong to different packages, and class B inherits class A. In class A, the method m1 is declared as an abstract method. According to the Java Specification, a class must implement all the inherited abstract methods unless that class is an abstract class. But class B cannot see method m1 because it is in a different package. The results of compiling the above example with different compilers are very interesting. Sun JDK 1.0.2 compiles the above example without any complaint. Sun JDK 1.1.8 gives a warning message saying that the method m1 of class B does not override the corresponding method of class A. Sun JDK 1.3.0 issues an error saying that class B should be declared as abstract because it does not implement the abstract method m1, inherited from class A. IBM JDK 1.2.2 gives both an error and a warning with similar complaints. Obviously, the Java Specification is not defined clearly about this case.

In our opinion, the method m1 is inaccessible from class B. Therefore, class B need not implement the method m1. The attribute equations for computing abstract methods of a class are listed as follows (extracted from Figure 13).

Class.abstractM  = { the set of abstract methods declared in this Class }

Class.inheritedPublicM = nonhiddenM(Super.exportPublicM ( IClause.exportAbstractM, Class.localM)

Class.inheritedProtectedM = nonhiddenM(Super.exportProtectedM, Class.localM)

Class.inheritedDefaultM = nonhiddenM(Super.exportDefaultM, Class.localM) & Class.package==Super.package

Class.inheritedM = Class.inheritedPublicM ( Class.inheritedProtectedM ( Class.inheritedDefaultM

Class.inheritedAbstractM = Class.inheritedM ( (Super.exportAbstractM ( IClause.exportAbstractM)

Class.exportAbstractM = (Class.exportPublicM ( Class.exportProtectedM ( Class.exportDefaultM) ( (Class.abstractM ( Class.inheritedAbstractM)

According to the fourth equation, the value of inheritedDefualtM of class B is (. Consequently, the values of inheritedM and inheritedAbstractM of class B are ( too. Class B does not inherit any members that are declared without modifiers in class A. Consequently, the above example could pass the validation of our framework.

Because the value of exportAbstractM of class B is (, the subclasses of class B cannot access the abstract method m1 either.

Another problem is about the overriding between static methods and instance methods. The problem is illustrated in the following example.

package pkg1;

public abstract class A {


static int m2() 
{ return 1; }


int m3()


{ return 2; }

}

//-----------------------------------

package pkg2;

public class B extends pkg1.A {


int m2()

{ return 3; }


static m3()
{return 4; }

}

Class A and class B are declared in different packages, and class B inherits class A. In class A, the two methods, m2, and m3, are declared as a static method and an instance method respectively. According to the Java Specification, an inherited static method cannot be overridden by an instance method, and vice versa. The compilation results of different compilers are also different. Sun JDK 1.0.2 gives two errors saying that the definitions of m2 and m3 in class B violate the rule. Sun JDK 1.1.8 and IBM JDK 1.2.2 give two warning messages saying that m2 and m3 of class B do not override the corresponding methods of class A. Sun JDK 1.3.0 passes the compilation without any error and any warning. Again, the Java Specification is not defined clearly in this issue.

In our framework, the computation of accessible static methods follows the same concept of computing accessible abstract methods. We think that the methods m2 and m3 of class A are inaccessible in class B. Therefore, errors shoult not happen. The attribute equations for computing static methods of a class are listed as follows (extracted from Figure 13).

Class.staticM = { the set of static methods declared in this Class }

Class.inheritedPublicM = nonhiddenM(Super.exportPublicM ( IClause.exportAbstractM, Class.localM)

Class.inheritedProtectedM = nonhiddenM(Super.exportProtectedM, Class.localM)

Class.inheritedDefaultM = nonhiddenM(Super.exportDefaultM, Class.localM) & Class.package==Super.package

Class.inheritedM = Class.inheritedPublicM ( Class.inheritedProtectedM ( Class.inheritedDefaultM

Class.inheritedStaticM = Class.inheritedM ( Super.exportStaticM

Class.exportStaticM = (Class.exportPublicM ( Class.exportProtectedM ( Class.exportDefaultM) ( (Class.staticM ( Class.inheritedStaticM)

According to the fourth equation, the value of inheritedDefualtM of class B is (. Consequently, the values of inheritedM and inheritedStaticM of class B are ( too. Class B does not inherit any members that are declared without modifiers in class A. Consequently, the above example could pass the validation of our framework.

Because the value of exportStaticM of class B is (, the subclasses of class B cannot access the static method m2 and the instance method m3 either. 

If the Java Specification defines this situation clearly in the future version, the equations can be adapted to comply with the new definition.

6. Conclusion

In this paper, we have used attribute grammars to write a formal specification of the semantics of the access modifiers for the Java language.

Java is intended to be a secure language. To achieve this goal, it is necessary for Java to be defined unambiguously and completely because any ambiguities or any omissions could possibly lead to a breach of the security aspect of Java applications. It is hard to be certain that the informal description is unambiguous and complete. Our formal specification is helpful in checking the ambiguities and completeness of the semantics of the access modifiers for Java language.

During writing our framework, we found some irregularities and ambiguous of accessibility in Java. The reason of irregularities and ambiguities is that the two structures—the package structure and the inheritance structure—are not orthogonal. The accessibility of members is transmitted along the two structures simultaneously in Java. The same problems do not happen in C++ because the accessibility of members is transmitted along only the inheritance structure.

We also found that there are too many tricky rules that may confuse programmers. The reason for these tricky rules is that Java does not treat the methods and the fields of a class equally. These rules also make our framework grow twice as big. These rules bring about not only flexibility but also complexity. The decision of taking or giving up these rules is questionable.
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package p.q;  // C.java


abstract public class C implements I {


  public float x;


  protected int d;


  public int m() {}


  public int n() {}


  protected abstract int g() 


  protected int w() {}


  public class E {}


  protected class G {}


}














package t; // C.java


public class C {}





package p; // C.java


public class C {}





package t; // K.java


public interface K  {


  boolean x;


  int z;


  int m()


  int o();


  class E {}


  class G {}


  interface L extends I, J {


    int x;


    int m() {};


    class E {};


  }


}





package t; t/C.java


public class C {}





package t; // J.java


public interface J {


  String x;


  int m();


  class E {}


}





package p; // A.java


import t.*;


import p.q.C;


public class A  {


  public int x;


  public int z;


  int m() {}


  int o() {}


  class E {}


  class H {}


  public class D extends C 


implements I,J {


    public int x;


    protected int a;


    int b;


    private c;


    public int m() {}


    protected int g() {}


    int h() {}


    private i() {}


    public class E {}


    protected class X {}


    class Y {}


    private class Z {}


  }


}





class B {}





package t; // I.java


public interface I {


  int x;


  int y;


  int m();


  int n();


  class E {}


  class F {}


}
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