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ABSTRACT
There are several available obfuscation tools for protecting compiled Java programs—bytecode files. Most of the tools just scramble the identifier information stored in a bytecode file. This job can easily be done by textually substituting the identifiers with sequentially or randomly generated meaningless names. However, these new unique identifiers cannot deter an experienced reverse engineer too long. In this paper, we proposed an advanced obfuscation algorithm and several techniques that make the decompiled program difficult to understadd and to recompile. The basic approach is to use the same identifier to represent types, fields, and methods simultaneously. An additional benefit is that the size of the bytecode file is reduced. Furthermore, several techniques are proposed to introduce syntax and semantic errors into the decompiled program while keeping the original behaviors of the bytecode. The reverse engineer has to debug the decompiled program manually. Although most of the methods we proposed are only scrambling the identifiers in a Java bytecode file, the bytecode file become much harder to be reverse engineered than other identifier scrambling techniques. Furthermore, the efficiency of a transformed program is also improved because the file size becomes smaller after the transformation.
Categories and Subject Descriptors
D.3.2 [Software]: Programming Languages – processors.
General Terms
Algorithms, Performance, Design, Experimentation, Security, Languages.
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1. INTRODUCTION

Traditionally, compilers compile a program to native code. Almost all the symbolic information is stripped off when the program is compiled. The identifiers that represent variables and functions become addresses in the compiled program. Decompiling such a program is difficult but is still possible. Because no methods can protect a program from manual attacks by an experienced reverse engineer, we usually consider a protection method successful if it can make the reverse engineering costly in terms of effort and time. Reverse engineering becomes valueless when the cost is more than that of redesigning or rewriting a new program. Therefore, one of the most important rules is to prevent the decompilation to be done automatically by tools (i.e. decompilers).

Java programming language has become more and more popular since its first release in 1994 [9]. One of the major goals of Java is portability—the compiled program can run on most platforms. A Java program is compiled to platform-independent bytecode. In order to achieve the goal of platform independence, instead of the traditional memory addresses, Java uses symbolic references to link libraries dynamically. Therefore, all the names of types, fields, and methods are stored in the constant pool within a bytecode file [8, 15, 19, 23]. These names and the simple stack-machine instructions facilitate the decompilation of the bytecode file. 

There are many decompilers of Java available freely or commercially [5, 10, 12, 13, 18, 21, 24]. The decompiled program is almost identical to the original source program. The decompilers of Java become the lethal weapons of intellectual property piracy. 

Obfuscation tools are one of the major defenses against the decompilers. The goal of obfuscation is to make the decompiled program harder to understand so that the reverse engineering will spend more time and effort on the transformed bytecode files. Most of the obfuscation tools just scramble the symbolic information (identifiers) in the constant pool of a bytecode file [6, 7, 10, 20, 22]. A meaningful name is substituted by a sequentially or randomly generated meaningless name. 

In this paper, we propose an advanced obfuscation algorithm that does better identifier scrambling. Based on the algorithm, several techniques are introduced to make a bytecode file harder to understand and sometimes make the decompiled program not re-compilable. The basic approach makes an identifier to carry as more information as possible. An identifier can represent several types, several fields, and several methods simultaneously after the transformation. Because the context an identifier exists is embedded to the identifier, the reverse engineer is further confused because an identifier is identified not only by its name but also by the context it exists. The additional benefit is that the file is compacted and the file size is reduced because those meaningful names are replaced by shorter names. We also propose several techniques to makes some compilation errors purposely in the decompiled program while keeping the original behaviors of a program. These techniques transform a bytecode file to be a superset of the original compilable program. The extra parts look like general programs but result in syntax and semantic errors for Java compilers. Therefore, the reverse engineer has to debug the decompiled program manually. The algorithm and those techniques make a Java bytecode file harder to be reverse-engineered. Furthermore, the efficiency of a transformed program is also improved.
2. TRANSFORMATION SCOPE
In Java, the programs are organized into packages. A programmer may either organize his own application as several packages or use the packages in common libraries. An application is generally deployed with only the packages written by the programmer. The common library is not deployed because of the copyright restrictions.

Generally, the protected targets of our algorithms are the packages written by the programmer. We call the parts of programs that will be transformed the transformation scope. The programs that are served as utilities in common libraries are not transformed. However, the programs in the transformation scope should not be limited to those in the packages written by the programmer. When the application is not big enough to confuse the reverse engineer, common libraries can be included in the transformation scope so that the original programs of the application become stealthy in the chaos. But the redistribution of the transformed common libraries may violate the copyright.

3. THE CANDIDATES FOR IDENTIFIER SCRAMBLING
According to the Java specification [9], an identifier may represent 

· a package

· a top-level type (either a class or an interface)

· a field

· a method
· a nested type (either a class or an interface)

· a parameter (of a method, a constructor, or an exception handler)

· a local variable

However, not all of them are kept in the bytecode file after the compilation. Only the identifiers that represent the first five items are stored in the bytecode file. By default, parameters and local variables are stripped and become the memory addresses of the local variable array in the corresponding stack frame (see Section 3.6 of [15] and Section 3.7 of [8]). Through enabling the debug-info option of the compiler, the names of parameters and local variables may be stored in the LocalVariableTable attribute of the bytecode file. The LocalVariableTable attribute can be removed by disabling the option (this is the default setting of Java compiler). However, Java decompilers usually generate names sequentially for parameters and local variables when the LocalVariableTable attribute is not available. We cannot stop the decompilers to do that. Therefore, the candidates of our algorithm are the first five items, i.e. the identifiers for packages, top-level types, fields, methods, and nested types.

On the other hand, not all of the candidates can be obfuscated. When an application runs, Java virtual machine (JVM) dynamically loads and links the referenced types into the runtime environment. The bytecode file that stores the referenced type is located by the symbolic reference—the fully qualified name of a class or an interface. Hence, the symbolic references cannot be changed. Therefore, only the candidates in the transformation scope will be obfuscated. The candidates that are outside the transformation scope (generally represent entities in common libraries) should be retained.

The identifiers that represent entities in the transformation scope need further investigation. The following groups of identifiers should be retained (these groups are called exception groups):

1. the instance method that implement an abstract method of the superclass (or the superinterface) that is outside the transformation scope.

2. the instance method that override an inherited method of  the superclass that is outside the transformation scope.

3. the entities demanded by the programmer.

4. the instance method that serves as a callback function.

Java supports polymorphism. An instance method is dynamically dispatched at runtime based on the signature of the method. The signature of a method consists of the name of the method and the number and the types of the formal parameters. Note that the return type and the throws clause are not parts of the signature of a method in Java. Because the name of a method M outside the transformation scope is retained, the name of the method that are in the transformation scope and override the method M should be retained too. Otherwise, the JVM cannot find the overriding methods based on the signature of M in the superclass or the superinterfaces. 

When a package is in the transformation scope, sometimes, it is necessary to keep some parts of the package and a type outside the scope. For example, the main method is the entry point of an application. JVM will try to find the main method when the application runs. Therefore, the main method should retain its name and keep outside the transformation scope. On the other hand, the deployment of a library may use parts of the types and the methods as the interfaces and the entry points of the library.  The names of these types and methods should be retained too and keep outside the transformation scope. These retained entities demanded by the programmer belong to the exception group 3.

The callback mechanism is heavily used in the event model of graphical user interface (GUI) libraries of Java. When the caller of an instance method N that serves as a callback function is outside the transformation scope, the name of N should be retained in the transformation scope. Otherwise, the caller cannot find N at runtime. When the caller is also in the transformation scope, the symbolic reference can be modified to the new name of N after the transformation. Therefore, the name of N can be changed at this situation. 

Detecting whether a method is a callback method is a complex work. The whole application and all the used libraries must be analyzed to construct the call-graph. Through the call-graph, callback methods are revealed. However, this analysis costs a lot of time. We made a safe assumption here. Generally, the class that contains callback methods implements specific interfaces or extends a specific class. The caller of the callback method takes the superinterfaces or the superclass as the type of a parameter. The actual object that contains the callback methods is passed through the parameter and the callback methods are called through polymorphism. Based on this assumption, all the callback methods whose names should be retained are also either in the group 1 or in the group 2.

Fields, static methods, and nested types are statically determined at compile time in Java. Therefore, the names of these entities that are in the transformation scope can be obfuscated.

In summary, the targets of our algorithm include the name of the entities in the transformation scope except in the exception group 1 and 2.

4. BASIC APPROACH
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The main principle of our obfuscation algorithm is reusing an identifier as often as possible. This approach makes an identifier to carry as much information as possible. An identifier can represent several types, several fields, and several methods simultaneously after the transformation. When the transformed bytecode files are decompiled, the meaning of an identifier is identified not only by its name but also by the context it exists. The reverse engineers are further confused because they have to identify the context to which an identifier belongs. The additional benefit is that the file is compacted and the file size is reduced when the identifiers are shorter, e.g. using a single letter as an identifier.
Two auxiliary graphs are constructed for the basic approach. There are two hierarchical structures in a Java application. The first is the package structure. An application consists of many packages. A package may contain several subpackages and top-level types (including classes and interfaces).  The subpackages and the top-level types in a package cannot have the same name. However, there is no restriction to assign a subpackage or a top-level type the same name as the package. Suppose that sequentially generated identifiers are used in the system. The generation of identifiers can be restarted for every package.

The second structure is the inheritance structure. Every class, except the Object class, has a superclass. A class may implement some interfaces. Furthermore, an interface can inherit more than one interface. An interface implicitly inherits the Object class if the declaration of the interface does not contain the extends clause. The depth of the inheritance hierarchy is unlimited. Through the inheritance structure, we can avoid to rename the instance methods that are in the exception group 1 and the exception group 2. Furthermore, the instance methods that have an overriding relationship and are in the transformation scope must have the same name.

Figure 5 shows an example in which an application consists of the types and the packages. It is noticeable that the Object class is implicitly included in every Java application. The packages p and p.q are assumed to be in the transformation scope. The corresponding package structure and inheritance structure are shown in Figure 4 and Figure 3, respectively. The shadowed area (surround by a dotted line) denotes the transformation scope.

The transformation algorithm is divided into the following steps:

1. Analyze all the bytecode files that are in the transformation scope and construct the package structure and inheritance structure.

2. Traverse the package structure in the top-down way. During the traversal, use sequentially generated names to substitute the package names and top-level type names. The generation of names is restarted for each package node. For example, suppose that the generating sequence of names is “a,b,c,…”. After this step, the package structure in Figure 4 will become the one in Figure 1 and the inheritance structure in Figure 3 will become the one in Figure 2.

3. Traverse the inheritance structure in the top-down way. During the traversal, perform the following steps for each type T.

3a. Restart the generation of names. Replace the names of all the fields with the sequentially generated new names. 

3b. Restart the generation of names. Replace the names of all the nested types with the sequentially generated new names. A type that is declared within another type is called a nested type (it is also called member type). There is no limit on the depth of type nesting. According to the Java language specification [9], a nested type cannot have the same name as its enclosing types. Therefore, the name used by the enclosing types must be avoided. Recursively repeat steps 3a to 3c for each nested type.

3c. Restart the generation of names. Replace the name of a method M with the sequentially generated new names. When M is an instance method, check whether M belongs to the exception groups 1 and 2. If so, the original name of M is kept. Otherwise, the supertype S of T is also in the transformation scope. When there is an instance method N in S with the same original signature as M, use the same new name of N for M. Otherwise, use a new generated name for M. Notice that the new generated name cannot be the same with the name of method in S. An inherited instance method cannot be overridden arbitrarily. Otherwise, the invoked method may be changed unexpectedly.

4. Update all the symbolic references in the transformation scope with the substituted names.

5. Write back the obfuscated result to each bytecode file in the transformation scope.

Notice that in Java source programs, a field may be shadowed by the fields in the subtypes and the nested types. A nested type may be shadowed by a nested type in the subtypes and the deeper nested types. Arbitrarily changing the name of a field, a static method, and a nested type may cause unexpected shadowing or obscuring among the names. However, these shadowing or obscuring do not change the behavior of the application because those static entities are determined statically at compile time. Even they have the same name, JVM knows which type should be checked. Obscuring the names will not change the entities to be used. Therefore, steps 3a and 3b are simplified because we do not have to worry about the obscuring problem that has been resolved by the compiler. 

4.1 Flattening the Package Structure

Usually, the programs that provide related functions are grouped in a package. This is also the purpose of introducing the package structure in Java. The classification helps programmers to organize the programs. However, the classification also helps reverse engineers to analyze the bytecode files. The functions of the types in a package are easier to guess after some of them have been understood.

The other purpose of the package structure is to control the accessibility of the members in a type. The members declared as protected in a type T can be accessed by the types in the same package that T belongs to and the subtypes of T. When the members declared as default-access (no access modifier) in a class T, they can be accessed by the types in the same package that T belongs to.

Flattening the package structure will put all the types that comprise an application to a single named or unnamed package. The reverse engineers cannot guess the function of a type by the groups any more. On the other hand, the accessible range of the protected and the default-access members of a type will be extended to the whole application. However, the extension of the accessible range does not change the behavior of the application. The check of the accessibility has been statically determined by the Java compiler. Although the Java virtual machine will check the accessibility again when the application runs, the execution is not affected.

4.2 Dynamic Loading Problem

Java supports dynamically loading classes and the reflection mechanism. Through the method Class.forName(“MyClassName”), JVM can load the named class at run time. The name of the specific class can be given in the code or determined at run time. Therefore, we cannot determine whether to keep the name of the type or to change the value of the parameter through static analysis at obfuscation time. Therefore, the types that will be dynamically loaded should be indicated manually and outside the transformation scope 

Furthermore, there might be chances to use the protected and default-access members through the reflection mechanism even though most of the methods in class Class are designed to return public members. This situation rarely happens and should be a problematical design. Nevertheless, an application that uses dynamically loading and the reflection mechanism must be handled specially when the package structure is flattened because the accessible range of the protected and the default-access members of a type is extended.

4.3 Overloading Unrelated Methods

In Java, methods are determined on a signature-by-signature basis. The signature of a method includes the name of the method and the number and the types of the formal parameters. This means that two methods will be treated as two different methods if they have the same name but different numbers or types of the formal parameters. Such methods are called overloaded methods. 

For further reusing the name of a method, we can use the same name for the methods that have different names and different number or types of the formal parameters. Therefore, a method is further obscured because the methods can only be differentiated by the number or the types of the formal parameters.

There are some things noticeable when overloading unrelated methods. First, the methods in the subclass should preserve the overriding relationship among the superclasses and the subclass. The overriding relationships may change the method to be invoked at run time. Therefore, the overriding relationships can be neither added nor eliminated. We can only change the information statically determined.

Notice that the overloading relationships of the methods among the superclasses and the subclass are not necessary to be preserved. On the other hand, the relationships between static methods and instance methods among the superclasses and the subclass can construct another protection. See Section 5.4 for details.

Second, the widening conversions can result in surprising benefits. In Java, there are two kinds of widening conversions (i.e. coercion). A widening primitive conversion is a conversion from a primitive type to another primitive type and no information about the overall magnitude of the numeric value is lost. A widening reference conversion is a conversion between non-primitive types and the conversion can be proved correct at compile time (e.g. from a subclass to its superclass). Method invocation allows the use of both widening conversions. The widening conversions are performed automatically and implicitly. Consider the following example.

class X {

  void m(float a) {…}

  void p(long b) {…}

  void f() {

    int s = 1;

    m(s);

  }

}

The method invocation m(s) in the method f invoke the method m. When the bytecode is transformed with this technique, the decompiled program by the Jad decompiler [12] becomes

class X {

  void g(float a) {…}

  void g(long b) {…}

  void g() {

    int i = 1;

    g(i);

  }

}

The method invocation g(i) will invoke the method g(long) (the original p(long)) because an integer prefers being converted to the long type to the float type. The behavior of the decompiled program is silently changed by the transformation. This kind of semantic errors provide better protections on bytecode.

This technique overloads unrelated methods cleverly to introduce semantic errors. All the methods exist originally; no additional methods are introduced. It is hard to detect by the reverse engineer. However, not all the decompilers are fooled by this technique. Some decompilers, such as Jode [10] and JReversePro [13], add a casting conversion to each parameter when necessary. The semantic errors will not occur due to the casting conversion.

4.4 An Interesting Example




The example in Figure 6 is a common situation in many applications. Class C contains two fields t and u and inherits the fields x and y from the superclasses A and B, respectively. The values of x and y are accessed in class C. After applying our basic approach on the bytecode file of the example, the transformed bytecode file is decompiled with the Jad decompiler [12]. The result is shown in Figure 7. The transformed bytecode still functions correctly. However, the decompiled result is in errors and cannot be compiled successfully again.

This example gives us an idea to introduce changes to the bytecode, which, when decompiled, will result in compilation errors. Therefore, the bytecode file will get stronger protection against the reverse engineering. The detail is discussed in the next section.

5. MAKE THE DECOMPILED PROGRAM UNCOMPILABLE
The techniques discussed in this section introduce some compilation errors in the decompiled program while keeping the modified bytecode function correctly. These techniques transform a bytecode file to a superset of the original compilable program. The extra parts look like general programs but will result in some syntax and semantic errors for a Java compiler. Therefore, the reverse engineer has to debug the decompiled program manually.
In a Java program, an identifier may represent a type, a field, a method, a parameter, or a local variable. The Java compiler may be confused about which entity should be used when an identifier represents many entities at the same time. Therefore, many rules defined in the Java language specification are used to clarify the confusion. 

Once the entities are determined after the compilation, those rules have not to be obeyed. Therefore, the main principle of these techniques is to violate some rules of the Java compiler to protect the bytecode file. The decompiled program cannot be re-compiled successfully. These transformations cannot be easily undone by an automatic tool. 

The rules that could be violated are discussed in the following subsections. These techniques can be applied independently or cooperate with each other. The limitations of each technique are discussed as only the technique is applied. The limitations of a technique may be compensated by other techniques.

5.1 Illegal Identifiers

The Java language specification [9] defines that an identifier should be a Java letter followed by letters or digits. An identifier cannot be the same as a keyword, boolean literals or the null literal. These definitions help the lexer and the parser of Java to analyze the program correctly. However, these rules need not be obeyed in the bytecode file. Although the bytecode will be verified when JVM loads the files, JVM does not verify whether the names in the constant pool comply with the definition of an identifier in the Java language specification. Therefore, the names in the constant pool of a bytecode file could be changed to use those illegal symbols, boolean literals, and the null literal. When a transformed bytecode file is decompiled, these illegal identifiers will result in compilation errors.

Table 1. The decompiled results of using illegal characters.

	Decompiler
	Use keyword as identifiers
	Use illegal characters in indentifiers

	Jad
	“_fldfalse”
	“<_3E__3F__21__23_”

	jAscii
	“_fldfalse”
	“<>?!#”

	Mocha
	“false”
	“<>?!#”

	deClassify
	“false”
	“<>?!#”

	JReverse Pro
	“false”
	ERROR

	ClassSpy
	“false”
	“<>?!#”

	Jode
	“false”
	ERROR


For example, we can change an identifier in a bytecode file to be the boolean literal “false” or “<>?!#”. The bytecode still runs well. However, decompilers will face troubles for this technique. We tested this technique with several available decompilers. Many decompilers use Jad as the decompiling engine and add their own user interface. Only the decompilers based on different decompiling engines are chosen for the experiment [5, 10, 12, 13, 18, 21, 24]. The result is shown in Table 1. Jad and jAscii are smarter than others when handling keywords. They change the keyword to be a legal identifier automatically. Other decompilers use keyword as the identifier in the decompiled program. All decompilers are fooled by the illegal symbols. JReverse Pro and Jode even fail to decompile the bytecode file.

Table 2. The symbols that are unfit for an identifier in JVM.

	Symbol
	Note

	<init>
	the constructor name of a class

	<clinit>
	the static initializer of a class

	/
	path separator in UNIX system

	\
	path separator in Windows system

	:
	path separator in Mac system or drive symbol in Windows system.

	$
	nested type separator

	.
	the separator in fully qualified names.

should not be used in the name of a type


It is noticeable that not all the symbols can be used for an identifier in the constant pool. Some symbols have special meaning for JVM and the host system. The symbols that are unfit for an identifier are listed in Table 2. 

All the constructors of a type use the name “<init>” in the bytecode file. The name of constructors should be avoided to be used for obfuscation. Otherwise, JVM will be confused when calling constructors. 

The name “<clinit>” is the name of the method that serves as the static initializer of the type. JVM will call it to initialize the static members of a type.

The symbols “/”, “\”, and “:” should not to be used as the name of a type. The three symbols are used as separators in the host file system for different platforms. Currently, most implementations of the Java runtime system use the file system of the host to store the bytecode files. The only exception we know is IBM’s VisualgeAge for Java [11], which uses a database system (called ENVY) to manage the bytecode files. If the three symbols are used as the name of a type and the type is stored in the host file system, these separators will cause the JVM to misinterpret the type. 

The symbol “$” is used as the separator of a type and its nested types. Arbitrarily using “$” in an identifier may cause some unexpected results. However, it can be used carefully to introduce another kind of protections. See Section 5.3 for details.

5.2 Some Interesting Examples

We use a few characters that have specific meanings in a Java source program to rename the identifier in the bytecode file. The characters include “.”, “(”, “)”, “;”, and the space character. The following code is the original code of the example in this subsection. 

class A {

  int foo = 1;

}

Table 3. The decompiled results of some interesting variable names.

	Decompiler
	foo→a.b
	foo→1.2
	foo→a()
	foo→□□□ (3 spaces)
	foo→a;b

	JAD
	int a.b; b=1;
	int _cls1_fld2; _fld2=1;
	int f_28__29_=1;
	int _20__20__20_=1;
	int a_3B_b=1;

	jAscii
	int a.b=1;
	int _fld1.2=1;
	int a()=1;
	int □□□=1;
	int a;b=1;

	Mocha
	int a.b=1;
	int 1.2=1;
	int a()=1;
	int □□□=1;
	int a;b=1;

	ClassCracker
	int a.b=1;
	int 1.2=1;
	int a()=1;
	int □□□=1;
	int a;b=1;

	JReverse Pro
	int a.b=1;
	int 1.2=1;
	int a()=1;
	int □□□=1;
	int a;b=1;

	ClassSpy
	int a.b=1;
	int spy_1.2=1;
	int a()=1;
	int □□□=1;
	int a;b=1;

	Jode
	int a.b=1;
	int 1.2=1;
	int a()=1;
	int □□□=1;
	int a;b=1;


The name foo in the bytecode file is changed to a name made up the above characters. The decompilation results by different decompilers are shown in Table 3.

The character “.” is the separator in a fully qualified name and the decimal point in a floating-point number. It is also the separator between a reference and its members. After we change foo to “a.b”, the Java compiler will consider “a” as an object or a type and “b” as a member of “a”. This name results in compilation errors. All the decompilers are fooled by this renaming. The Jad decompiler even uses a wrong variable name in the constructor. 

Changing foo to a floating-point number “1.2” gets different results than the previous example. This time, Jad, jAscii and ClassSpy try to correct the illegal identifier. But all fail.

However, the character “.” should not be in the name of a type. The substring before “.” will be treated as the name of a package or a type by the JVM. Consequently, a runtime error happens.

The characters “(” and “)” are used as a pair and attached to the end of the name of an field such that the field name will be treated as a method name by the Java compiler. Jad can correct the illegal name automatically while other decompilers cannot.

Notice that the two characters “(” and “)” can also be used in the name of a method. In the bytecode file, the return type and the types of the parameters of a method is encoded to a string, called a descriptor, which is separated from the name of the method. Therefore, using “(” and “)” in the name of a method does not affect the JVM to determine the signature of the method.

The space character and the tab character is the separators of tokens in a source program. After foo is change to be three spaces, the variable becomes invisible. However, Jad can correct the illegal name automatically while other decompilers still cannot.

A semicolon “;” is the end mark of a statement or a declaration. The name “a;b” cause the compiler to divide it into two names. Consequently, a runtime error happens. However, Jad can correct the illegal name automatically while other decompilers still cannot.

5.3 Nested Type Name

According to the Java language specification [9], a nested type cannot have the same name as its enclosing types. If a nested type can have the same name as its enclosing type, the Java compiler will be confused in certain situations. For example, consider the following program.

class M {

  class M {}

  void f() {

    M m = new M(); // which M ??

  }

}

The above example cannot pass the compilation because the Java compiler cannot determine which M should be used in the declaration of the local variable m.

After the compilation, the name of a nested type N in the enclosing type M becomes M$N. The Java compiler use “$” as the separator between an enclosing type and its nested types while using “.” as the separator between a package and its subpackage and its top-level types. Suppose that M is a top-level type in the package p.q. The full qualified name of N is p.q.M$N. Furthermore, N is compiled to be an independent bytecode file named “M$N.class”.

In the bytecode file, the simple name of a nested type can be changed to be the same as the name of its enclosing type. For example, a nested type named M$N can be changed to be M$M. 

After the name of the nested type is renamed, the name of the bytecode file and the corresponding symbolic reference also has to be renamed to comply with the new name. Otherwise, JVM cannot find the file when trying to load the nested type.

5.4 Static Methods vs. Instance Methods

According to the specification of the Java language [9], an inherited static method of the superclasses cannot be overridden by an instance method with the same signature in a subclass. Similarly, an inherited instance method of the superclasses cannot be overridden by a static method with the same signature in a subclass. 
There are two methods to violate this rule. They all require that both the superclasses and the subclasses are in the transformation scope. The first method is that we can add a fake static method in the supertype (or subtype) for an instance method and add an instance method in the supertype (or subtype) for a static method. Suppose that there is an instance method m in class Y and Y inherits class X. We can make a method m’ in X. Method m’ has the same signature as method m. To make the fake one looks like a real method, the body of m’ can be the same as that of m. Furthermore, we can make m’ to be a buggy version of m. It is hard to detect which method is the correct one when semantic errors are introduced into the buggy version.

The second method is to override inherited methods that have different names but have the same number and types of parameters. Consider the following example.

class X {

  static int m(int a, String b) 

      throws EOFException {…}

}

class Y extends X {

  boolean n(int c, String d)

      throws FileNotFoundException {…}

}

The names m and n can be changed to be the same, such as p. The new program becomes

class X {

  static int p(int a, String b)

      throws EOFException {…}

}

class Y extends X {

  boolean p(int c, String d)

      throws FileNotFoundException {…}

}

Although the return types of m and n are different and their throws clauses are not compatible, there is no problem for this situation. The return type and the throws clause of a method is not a part of the signature. However, if both m and n were instance methods, renaming them to p makes n to override m. The overriding violates another compiler rule that an instance method and the overridden inherited instance method must have the same return types and compatible throws clauses. It may provide some kind of protection. But the overriding may change the method to be invoked when JVM dynamically dispatches an instance method. Therefore, arbitrarily overriding instance methods in not allowed in our algorithm. This technique requires that one of the methods is a static method and the other is an instance method.

JVM uses four instructions—invokestatic, invokeinterface, invokevirtual, invokespecial—to invoke methods.  A static method is invoked by the instruction invokestatic. An instance method is invoked by the instructions invokevirtual or invokeinterface according to the declared type of the reference is a class or an interface. An instance method can also be invoked by the instruction invokespecial, which specially handles the method invocations of the instance methods of the superclass, the private methods, and the instance initialization. The differences between the four instructions are the lookup procedure of resolving the method to be invoked. Because static methods and instance methods are invoked by different instructions, renaming m and n to be p will not change the behavior of the above example. However, the decompiled program cannot be re-compiled.
6. RELATED WORKS
Obfuscation is a simple concept. Although there are many commercial or free products available [6, 7, 10, 20, 22], few researches focus on this topic. LaDue provides a tool named HoseMocha. The tool adds some extra instructions at illegal positions (e.g. after the return instruction of a method) to make the decompilers fail to decompile program [14]. Low gives an article to introduce the concept of obfuscation [17]. Low’s master thesis concentrates on the obfuscation of control flow [16]. Collberg et al. have several papers dedicated to obfuscation. The topics in their papers include a survey to obfuscation [3, 4], data obfuscation [1], and control obfuscation [2]. 

Data obfuscation uses some techniques, like spliting variables and merging scalar variables, to transform a simple expression to a complex one with equivalent value. It also alters the inheritance structure of types, restructures arrays, and changes procedural abstraction [1].

Control obfuscation adds some extra predicates in programs to confuse the reverse engineer. These extra predicates, called opaque predicates, have fixed value even they are computed by complex expressions. Therefore, the control flow of the program is not changed. But the extra predicates make the program obscure.

Both data obfuscation and control obfuscation change the bodies of types and methods. To make things complicated, the two obfuscations introduce extra computations or code in the transformed file. These extra computations and code will increase the file size. Furthermore, the extra computations will impact the efficiency of the program.

In contrast, our works concentrate on eliminating the symbolic information in the constant pool of the bytecode file. Some techniques discussed in this paper produce syntax and semantic errors in the decompiled program while keeping the original behavior of the program. Most of our works do not introduce extra code. Furthermore, they can compact the bytecode file and reduce the files size to enhance the efficiency of the program.

The obfuscation methods proposed by Low and Collberg can cooperate with our works to construct even more versatile and stronger obfuscations.

7. CONCLUSIONS

A good obfuscation algorithm should

· preserve the semantics of a program.

· delay the reverse engineering as long as possible.

· be difficult to be undone by an automatic tool.

· preserve or improve the efficiency and not increase the file size too much.

The algorithm and the techniques proposed in this paper comply with all the above requirements. Preserving the semantics of a program is the most important rule when designing these techniques. Many techniques make the decompiled program to be not re-compilable. The transformed effects cannot be easily undone by automatic tools. The reverse engineers have to debug the decompiled program manually. Therefore, a successful reverse engineering will cost a lot of time and efforts. The shorter names reduce the size of a bytecode file. Repeated names also benefit the compression of a deployment unit (usually a jar file). Consequently, the storage space and the loading time are reduced.

The main purpose of the algorithm and the techniques proposed in this paper is scrambling the symbolic names and the symbolic references in the bytecode file. Although the technique of identifier scrambling has appeared for a long time and many commercial or free products are available, our algorithm and techniques provide more advanced protections for bytecode files than other similar techniques.
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package p;


public class A extends t.M {}


public class B extends A implements t.J {}





package p.q;


public interface I {}


public class C {}


public class D extends C implements I {}





package t;


public class M {}


public interface J {}
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Figure � SEQ Figure \* ARABIC �2�. Transformed inheritance structure.





Figure � SEQ Figure \* ARABIC �1�. Transformed package structure.





Figure � SEQ Figure \* ARABIC �3�. Inheritance structure.





Figure � SEQ Figure \* ARABIC �4�. Package structure.





Figure � SEQ Figure \* ARABIC �5�. All the types of an application.





class a { int a = 1; }


class b extends a { int a=2; }


class c extends b {


  int a = a;


  int b = a;


}





class A { int x = 1; }


class B extends A { int y = 2; }


class C extends B { 


  int t = x;


  int u = y;


}





Figure � SEQ Figure \* ARABIC �7�. The decompiled result by JAD decompiler.





Figure � SEQ Figure \* ARABIC �6�. An example for the basic approach.
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